If I query a
committee for the
prediction at input
x, only the
predictions of
each committee
member at the
same x is used

The Bayesian Committee Machine

Committee prediction
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It turns out that the
predictions of the Committee prediction g »
committee
members at other

improve the
prediction of the
committee at x!

Committee member 1

Committee member VI
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f9 is Q-dimensional

Tresp, V. (2000). Neural
Computation, Vol. 12.



» The prediction of the committee should exploit the
information contained in all data

» The prediction and the variance of the prediction at a
given x does not represent the information a
committee member has learned about the data

Dt 2D DM P(fQ)rlP(DilfQ)
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* (In a Gaussian approximation) if Q are the degrees of
freedom of a model, the information is contained in Q

model parameter estimates and their posterior M 01 i

covariance |_| P(f |D )
 The same information is contained in Q model P(fQ |D) ~_ = =

predictions and their covariance structure! O P(fQ)

B(r°|D)= cicov«Q | DYE(? | D)
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0 M
If | select a sufficient number of test point® EGEIDT) | >
then those determine the function (green)
. E(f°|D)
and make the data @ independent ‘




0.0:3% T T T T

» The computational complexity of Gauss process
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regression (~kriging, smooting splines) scales 5 003
as N3 %
» The BCM version of GPR scales as K*2N ;ﬁ
(where K = N/M = fixed) z
o025

* In a benchmark test, BCM-GPR gave best
results of all linearly scaling GPR
approximations (Nystroem, SRM)
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Content-based Filtering: small-sample problem,

deficiency of descriptive content features, ... * Insight into the problem

Collaborative Filtering: sparsity of user annotations, no

means to handle new items, ... * Principled solution to hybrid filtering
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Hybrid Filtering: combines the strengths of both and

overcomes the weakness of each * Unifying framework for information filtering

How should we combine content
filtering with collaborative filtering?

« All users are the same: M
_ P[] P(w; | P(D; [w))
use one model trained on all data =1

» Each user is a complete individual:
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train a separate model for each user
 Learn from one another:

each user has her/his own model generated
from a common prior distribution, which is
learned from data and shared between user
models.
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- Essentially, we learn the informative prior P(w | D)
» Two problems with Hierarchical Bayes:

* Solution has to be approximated (e.g. Monte Carlo
sampling)

« The functional form of P(w|#) must not only be
able to encode my prior belief about w but must
also be flexible enough to represent the learned
prior distribution

P(WlDli""DM)M_:wP(wthL)

it

Gaston-like users Beast-like users
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P(w|h)

P(w|D;,..., D,,)

... hothing

v
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If the world is complicated, why should
we limit the form of distribution?

* A posteriori:

P(w, |Di’{wj}j¢i)
UtP(D,)P(w; | D) + ZP(Di |Wj)6(wi _Wj)

Suitable for Gibbs sampling!

(M. Escobar, M. West, P.
Mueller, T. Ferguson, R. Neal)
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P(h)=DP(h|a,T)
hyperprior (stage 3)

P(w; [ h) = h(w)
prior (stage 2)
P(D; |w,)

parametric likelihood

(stage 1) Dl D2 . 'DM

o (w) base distribution (subjective prior): P(w)=a(w)

* \We use the data to estimate the mode of the
hyperparameters, where the model parameters w
take the role of latent variables

hy, = arg ml?xP(h |D,a,T)

where D={D,,...D,}

__P(D,|wPw|K)

est

- [ P(D, [W)POw | D)

-- E-step Pw|D, 1)

J 1 Test
est

1+ —_ 1 < 1
~M-step  HEP(w)=— MEa(wH;P(WIDﬂhéJ)E
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() () ) = +
A0 = Ra0)

In general, EM-learning is not suitable since /. (w)
can not be parameterized (due to explosion of terms).
Thus we have to adopt approximations
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Plw|D, 29)0 P(D, |w)P(w|A&)

* One-step EM (UAI, 2003)
* Variational approximation (Today)

P(D; [w)
P(D; |w;") = P(D; |w)

P(w|D,,h%) 0

. ([) (t)
E-step: & 0Pw™|D,h")

(1) < (1)

t) — t

Ei _Zzi,j
j:

M-step: A& (w) =

Thus one might want to approximate (even
with overlapping):
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1 & s ML
T+M[Ha(w)+;zi 5(w-w, )[H

M
P(Wle!h::z )= Zzi,jé(w_wiML)

M
where 1=%¢,

hg(W)zT ;

- [Ha(w)éz,-é(w—w%)tﬁ
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Treating the learned #4,,(w) as fixed
parameters, we can now make
predictions for the active user with D,:

P(y|x, D, hes)

= 18P, |0)P(y |x,D,) +
Z[ ;

Predictive distribution given wM-
How well does wM-explain the active user’s data

* So far does our approach does not give valid
predictions if features are useless — in contrast
to collaborative filtering ->

* Nugget effect
At the location of the

N P(] , training data I will be
| X IDJ) / reasonably consistent
) X
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» If the precision parameter goes to infinity, the
learned prior remains the same as the base
distribution. This case is equivalent to pure content-
based filtering

» If the precision parameter goes to zero, the learned
prior assigns zero chances on new values of
parameters. Thus predictions for a new user (i.e.
the active user) completely depend on previous
users’ ML models.

» If the precision parameter goes to zero and
features are deficient or not available, then pure
collaborative filtering is derived.

* In case of pure collaborative filtering, the
logarithm of the weighting term takes on an
intuitive form

log P(D, | D,) = const +c,#" —c,#

C,,C, . Positive constants

#°,# . Number of agreements, resp. disagreements



= Reuters : News ==
Function Edit Ser

» We used 36 categories covering totally 10,034 news articles from
the Reuters text data set (1,152 articles belong to more than one
category)

* For the experiments, we assume that each user is interested in
exactly one of these categories

— f
10:00 06 Dec FED MUST BE WARY WHEN IRRATIONAL EXUBERANCE TANCE-Reuters nulls and d surveyse=

AFFECTS STOCKS, ASSETS-GREENSPAN LANCE - Iorael -
10:00 06 Dec U.S. INFLATION LOW RECENTLY, BUT FUTURE COURSE CE - South ‘“”fﬁ a{fi‘,’ﬁ”
UNCERTAIN - GREENSPAN LANCE - lﬂMm lnD slurles ut Mas GMTom
10:00 06Dec FED MUST BE FORWARD-LOOKING, MAY HAVE TO E-
REVERSE POLICY AT TIMES - GREENSPAN
)0:00 06Dec FED SHOULD CONSIDER STOCK, ASSET PRICE SHIFTS IN
SETTING POLICY-GREENSPAN
10:00 06Dec U.S. LABOR MARKETS TIGHT, BUT PRODUCT MARKETS
“COMFORTABLE" - GREENSPAN

E- J 23—
LANCE - Brazil top StnI’IES at 1330 GM et
LANCE - Mexico tap staries at 1300 GMTex
LANCE - Foreign exchange news - 1230 GM e
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WASHINGTON, Dec 5 (Reuter) - The Federal REseNE mllst be wary HCE - Go debt news at 1150 GMTs
“irrational EXIIhErﬂIIEE’ infects stock and other ﬂSEEl = e w .
o e grona P haiman [ 5T07Sep GIGRG B 01 12 TED AKS SUMITED DISGOUNT * We generate example data for L=360 (artificial) users by choosing
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| 3 the conservative AMel | 3.55 17 gep THREE OF 8 FED BANKS CALLING FOR DISCOUNT RATI

ty LvES I‘;‘;";”jt““‘;“f;“;:: 1252 175t s COLENoUS SN DR AROUND 2587 FU at random a set of 30 (positive and negative) example items.

i 3 E | Street into its delibel

By Isabelle Clary
ts generally, and in as| CHICAGO, Sept 17 (Reuter) - Eight of the 12 district banks in the Fed
Reserve System have requested a hike in the 5.0-percent discount rate

* The goal is to predict the probability that a user likes an article

e e Lo L L ey s * Rank all unseen articles and select top N ranked articles;
29 01 Nov _xxxGLANCE - MCI/BT FWDWE\I Stral?ulc ME’Q?P’ xxx e requested a discount rate hike and (of those} . oy
0 ancngIglng;E?ngguggcﬁ ?:IE.”[IE R%“éﬁ:clg?gmm i Russia mark Eurobond mandate due in Feb - [y ® P|Ot hOW many Of the tOp N arthleS are trUly pOSItIVe

Py dealers

British Telecommunications Plc <BT.L> is aining to offer a | [St Petersburg plans Eurobond late Jan/early il
iture of cash and stock for HCI Communications Corp to bring | | Feb

: 20 percent stake up to 100 percent, a source close to the | | CSFB, Salomon said leading
il told Reuters on Friday. MGTS<MGTS.RTS> Eurobond f T TN . .

HCI earlier confirmed it was talking to BT about a busines: 0 Russian share ecord despite ] t . d t | f " p b b | t SVM th |
e e O LD S sy ( eatures: word counts, classiter: probabilistic wiIth linear
************ The BT/MCI OFfer ———---——————oo——oooo oo Sidanko plans convertible bond, raises capital
IT <BT.L> confirms interest in MCI<MGIC.0> merger [nNO11180d | Gazprom<GAZP.RTS> says plans Eurobond in kernel
I said to offer cash and stock for MCI CHEIC.0>  [nNO11130( L
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* Task: Predict image rating (642 images)

* 190 users with 89 rated images on average
* Image features:
+ 256 correlogram features (colour/texture)

+ 10 features based on wavelet texture
+ 9 features on colour moments
+ giving a 275-dimensional feature vector for each image.
+ Weak indicators of high-level information about an image
* The model predicts N highest ranked pictures; among those,
how many were rated positively (in comparison to unrated or
negatively rated)
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+ Classifier: probabilistic SVM with Gaussian kernel
*http://honol ul u. dbs.informtik. uni -

nmuenchen. de: 8080/ pai nti ngs/i ndex.jsp
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» The work combines content filtering and collaborative
filtering under a hierarchical Bayesian framework. A
principled hybrid filter is proposed.

» We used nonparametric Bayesian modeling in form of
a Dirichlet process to solve a fundamental problem in
HB

e Users -> agents, plants, hospitals

« References:

* Kai Yu, Anton Schwaighofer, Volker Tresp, W.-Y. Ma, and H. J. Zhang. Collaborative ensemble
learning: Combining collaborative and content-based information filtering via hierarchical bayes. In
Proceedings of 19th International Conference on Uncertainty in Artificial Intelligence (UAI'03)), 2003,

« Kai Yu, Volker Tresp, Shipeng Yu: A nonparametric hierarchical Bayesian framework for information
filtering. Submitted.
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* The effective degrees of freedom (continuous) as a function of the number of training data
* Q should be larger than the effective degrees of freedom

« Even better: Q is larger than the effective rank of (any) K

* (gamma is scale parameter)

[llustrations: the Beautiful Beast




