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Linear classifiers
with large margin
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Our aim today
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® The examples on the margin are called support vectors
[Vapnik, 1995]

® Called the soft margin SVM or the C-SVM [Cortes and
Vapnik, 1995]
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Margin maximization is equivalent to minimizing ||w/||.
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SVM: Geometric View
Find a function

f(x) = sign((w,x) +b),
where w and b are found by

C. . < 9
minimize HWH +C Z & (1)
subject to vi((w,x;) + b) —&and & >0 (2)

forallz:l,...,N.

Objective function (1) Maximize the margin.
Constraints (2) Correctly classify the training data.

The slack variables ¢ allow points to be in the margin, but
penalize them in the objective.
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minimizey, §||w||2 +C ; 13
subject to  y;((w,x;) +b) > 1—¢&foralli=1,... N
&>0foralli=1,...,N

Objective function
By minimizing the squared norm of the weight vector, we
maximize the margin.

Constraints
We can express the constraints in terms of a loss func-
tion.




SVM: Loss View

1
w.b

N
1
minimize §va||2 + Z U(fwp(X), vi),
’ i=1
where

g(fwj?(X)a yz) = CmaX{O, 1 — f%’(fw,b(X))}
fw,b(X> = WTX@' + D.

The above loss function is known as the hinge loss.

Regularizer = 1 ||w||>.
Empirical Risk = 3", ¢(w'x; + b, 1).
How much does a mistake cost us?
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Risk and Regularization

Basic Notion
In general, we can think of an SVM as optimizing a par-
ticular cost function,

Qw) + Repp(w),

where R.,,,(w) is the empirical risk measured on the
training data, and Q(w) is the regularizer.

Regularization
The reqgularizer is a function which measures the com-
plexity of the function.

General principle
There is a trade-off between fitting the training set well
(low empirical risk) and having a “simple” function (small
regularization term).
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0-1 loss

s = { 40
hinge loss
0(f(x:),y:) := max{0,1 —y; f(x;) }
logistic loss
0(f(xi), yi) = log(1 + exp(—yi f(xi)))

L
e
|




Loss Functions

0-1 loss

=

hinge loss

O(f(xi), i) = max{0, 1 — y; f(x;)}

logistic loss
(0f (xi), i) = log(1 + exp(—yif(x;)))

RN Hinge loss and Logistic loss
| are CONnvex.
RSN | Logistic loss is
™ differentiable .
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Labels

Y

Examples

examples x € X
labels y € R



e=insensitive loss function

Extend “margin” to regression. Define a “tube” around
the line where we can make mistakes.

(f (i), 1) = { 0 F) —wl < e

f(xi) —yi| —¢ otherwise
Squared loss
O(f(xi), vi) = (yi — f(xz-))2

Huber’s loss
2

£ (). 1) ::{%<yz‘—f<xi>>| Clp S <

Yy — f(xi)] —37° (yi — f(xi) =




Multiclass

Real problems often have more than 2 classes
Generalize the SVM to multiclass, for ¢ > 2.

Three approaches

one-vs-rest
For each class, label all other classes as “negative” (c
binary problems).

one-vs-one
Compare all classes pairwise (3c¢(c — 1) binary prob-
lems).

multiclass loss
Define a new empirical risk term.
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Two class SVM

m1n1m1ze—||w||2+szw X), Yi)s

1=1
Multiclass SVM
! N
mlmrlr)nze —|lw|* + m#ax C(fwn(Xis yi) — fwplXisw), yi)
1=1 vi
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Minimize Minimize
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Representer Theorem ,
SVM solution only depends

N
B Z on scalar products between
W= %y examples (~~ kernel trick)
1=1



Minimize Minimize

N N N
1 1
§||w||2+c§;si 5%_jaiaj<xi,xj>+c;@
Subject to Subject to
yi(<W7Xi> + b) = 1 — 61, yA(Zjil Odej,Xi> + b) = 1 — fz
Sk & =0
foralli=1,...,N. foralli=1,...,N.

Representer Theorem

N
W = E ;X
1=1



SVM is dependent on training data

Minimize Minimize
| N 1 N N
SwlP+C) ¢ 5 Doy {xi x)+C ) &
i=1 i,J i=1
Subject to Subject to
?ﬁ“’o’ ) H0)Z1=6  y((C L axpxi) +b) 21§
i Z & =0
foralls=1,..., N. foralli=1,..., N,

Representer Theorem _
SVM solution only depends

N
W — Z <. on scalar products between
N ik examples (~ kernel trick)
1=1
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Linear kernel

k(x,z) = (x,2z)
Explicit Feature Map
x z . O 4
k([ 1]7[ 1]): \/§$1£U2 \/52122
i) Z9 2 2
HECT T R ISR

Polynomial kernel

Gaussian kernel

k. 2) = exp 5 llx - o




Linear kernel RBF kernel
k(x,y) = (x,y) k(x,y) = exp(—|x — y||*/20)




GCCCGGTTAAGGT 1
AACTTGGGTGTGCC -1
ATATTATAGCCG 1
GCGCAAGGGGGCCTT -1
TTGCCGAAAAGGCTAA 1




Kernel ~ Similarity Measure
Distance:
|[0(x) — (y)l| = [[2)]* — 2((x), 2(y)) + [|2(y)]

Scalar product:
® If |o(x)]|* = [[2(y)[|* = 1, then

scalar product = 2—distance
® Angle between vectors, i.e.

(P(x), P(y))
[e9] iRdeall

Can we use just any similarity measure?

= cos(P(x), P(y))
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Positive Semidefiniteness

9o
Z CZ'CJ']C(XZ', Xj) 2 0.
0]

® Kernels are a similarity measure

® Dot product in feature space

® The matrix K defined by K;; = k(x;,x;) is called the
kernel matrix or the Gram matrix. Hence the above
equation can be written as:

¢c' Kc>0.or K = 0.

® Lis a positive definite kernel function if for any set of
objects {x;}}',, the resulting kernel matrix K is positive
definite.
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Kernels

Feature Mapping
We define a function from the input space X to the fea-
ture space H where we perform the estimation.

Formally

X —H
X — X = P(x)
where H is a dot product space (feature space)
Kernel Trick

k(x,x') = (9(x), 2(x))
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Minimize Minimize

| & | &
5 Zozz-ozj(xi,xﬂ 5 Zaiajk(xi,xj)
1,] 1,]
Subject to Subject to
yz(<2;\[=1 a;xj,x;) +b) > 1 yZ(Z;\le ajk(x;j,x;) +b) = 1
foralli=1,...,N. foralli=1,...,N.

Recall the linearity of scalar products:

N N N
(Z X, X;) = Z a;(X;, X;) = Z oo (%, i)
j=1 j=1 j=1



The kernel trick

Basic Notion
Replace dot products by kernels.

Similarity based algorithms
There are many vector space based algorithms where
data is only accessed via comparisons between pairs of
points.

SVM
SVMs are a case where this is true, but only because of
the representer theorem. The representer theorem al-
lows us to express the weight vector w as a linear com-
bination of training points.
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Which space are you in?
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How to construct a kernel

At least two ways to get to a kernel:

® Construct & and think about efficient ways to compute
(P(x), D(y))

® Construct similarity measure, show positiveness and
think about what it means

What can you do if kernel is not positive definite?

® Optimization problem is not convex!

® Add constant to diagonal (cheap)

® Exponentiate kernel matrix (all eigenvalues become pos-
itive)

® SVM-pairwise use similarity as features
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Addition and Multiplication

® If ky, ko are kernels, then

® L+ ko is a kernel.

® [ xkyis akernel.

® )\ x L is a kernel, where \ > 0.

Pointwise limit

® If ki, ko, ... are kernels, and k(x, 2') := lim,, . ky(z, 2')
exists for all x,x’,

® then k is a kernel.




Zero extension

® SC X, kiskernelon S x S.

® If k is zero-extended to X, i.e. k(x,y)= 0 if either x ¢ S
ory ¢S,

® then k is a kernel.




Closure properties

Tensor product and direct sum

® If ky, ko are kernels defined on X; xX; and Xox X,
® then their tensor product,

(k1 ® ko)(xy, xo, ), h) = ky(21, ) * ko(22, 25)
is a kernel on (X1 xX3) x (X1 xXs)
® and their direct sum
(k1 @ ko) (1, 02, 7Y, 79) = ki (21, 2)) + Kao(T9, 73)

is a kernel on (X x X) x (X x X).
® Here x1, 2} € Xy and 9, 2}, € Xs.
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Forced positive definiteness

Problem

® Given: a similarity measure that works well in practice
® Want to use it with kernel methods
® But it is not positive definite

Empirical map

® Each object is represented by a vector

® \ector contains similarity scores to other objects
Negative eigenvalue removal

® Eigendecomposition of the similarity matrix
® Removal of negative eigenvalues
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Forced positive definiteness

Cutting off negative eigenvalues

® Compute kernelmatrix K
® Determine eigenvalues \; and eigenvectors v; of K
® Cut off negative eigenvalues by calculating

K] — Z )\{UZ’U;

1:A; >0

® Then K| is a positive definite approximation to K
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Summary |

Basic Notion
Replace dot products by kernels.

Similarity based algorithms
There are many vector space based algorithms where
data is only accessed via comparisons between pairs of
points.

SVM
SVMs are a case where this is true, but only because of
the representer theorem. The representer theorem al-
lows us to express the weight vector w as a linear com-
bination of training points.

Designing Kernels
For a particular application, it is often useful to combine
previously known kernels.
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Minimize

1 N
2
AURCIIL
Subject to

yi({w, D(x;)) +b) 2 1=
. & =0
GC Content after 'AG! g foralli=1,... N.
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® Loss view < Geometric view
® Next week: How to solve the problem numerically.
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