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SVMs: Geometric View
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® The examples on the margin are called support vectors
[Vapnik, 1995]

® Called the soft margin SVM or the C'-SVM [Cortes and
Vapnik, 1995]
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where

g(fw,b(x% yz) = Cmax{(), 1 — yi(fw,b(x)>}
fw,b(X) = WTXZ' + b.

The above loss function is known as the hinge loss.

Regularizer = J||w/|*.
Empirical Risk = >, ¢(w'x; + b, y:).
How much does a mistake cost us?



Optimization
We have two versions of the same problem
Primal

N
L L, T
mlmmlzembgHwH + 21: llw' x; +b,y;).
For a convex differentiable loss function, we can solve
this directly using gradient methods or Newton’s method.

Dual (with ¢ = C' times hinge loss)

maximize,, sz\il oy — % le\il Zj\le G OGY Y (i, CUj>
subject to Zf\il a;y; =0
0< < Cfori=1,2,...,N.
We can use primal dual interior point methods to solve
the convex optimization problem.
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Summary “Kernel Trick”

N
® Representer Theorem: w = >~ o:d(x;).
1=1
® Hyperplane in F: y = sgn ((w, ®(x)) + b)
® Putting things together

f(x) = sgn ((w, ®(x)) +b)

= Sgn (Z Oé7;<q)(XZ‘), (I)(X>> + b)

sgn | D auk(xi x) +b sparse!
12070
® Trick: k(x,y) = (®(x), P(y)), i.e. do not use P, but k!

See e.g. Vapnik [1995], Muller et al. [2001], Scholkopf and Smola [2002] for details.
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Substring Kernels

General idea

® Count common substrings in two strings

® Sequences are deemed the more similar, the more
common substrings they contain

Variations
® Allow for gaps
® Include wildcards

® Allow for mismatches
® [nclude substitutions

® Motif Kernels
® Assign weights to substrings
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Spectrum Kernel

General idea [Leslie et al., 2002]

® For each ¢-mer s € X', the coordinate indexed by s will
be the number of times s occurs in sequence x.

® Then the /-spectrum feature map is

PPN (x) = (¢hy(%)) ex

® Here ¢,(x) is the # occurrences of s in x.

® The spectrum kernel is now the inner product in the
feature space defined by this map:

kSpectrum<X7 X/) _ <q)§pectrum (X), (D?pectrum (X/)>

# Dimensionality: exponential in ¢: |3|*
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Spectrum Kernel

Principle
® Spectrum kernel: Count exactly common /-mers

Common 1-mers

. L,V,F,C
Protein A: ILVFMC

Common 2-mers
LV

Protein B: WLVFQC VF

Commonhn 3-mers
LVF

® O(x) has only very few non-zero dimensions
= efficient kernel computations possible (O(|x| + |x'|))
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Single Spectrum Kernel Computation

To compute k7P (x;, x;)

® Sorted Lists
o Extractall L, — D + 1 possible D-mers (L; = |x;|)
» Sort D-mer lists (O(D - L; - log L;))
» lterate through both lists

o ldentify duplicated D-mers
s OD-(L;+ L;))

® Sorting can be precomputed, i.e. final computation O(D -
(Li + Lj))
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Weighted Degree Kernel

Weighted degree kernel Equivalent to a mixture of spec-
trum kernels (up to order D) at every position for appro-
priately chosen ’s:

D L—d+1

k(x;,x;) Z Z ﬁdkSpeCtmm( p+d(Xi), Wrd(X;)

d=1 =1

D—d+1 D—d+1 ,
where ﬁd — Zd(D—_ic_Hl) 2 (d++1) [Ratsch and Sonnenburg, 2004]

Can be equivalently computed by
D L—d+1

k(x;, ;) Z Z Bal(Wp+a(Xi) = Wta(x;))
d=1 I=1

for appropriately chosen ;.

Complexity: O(D - L)
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Weighted Degree Kernel

Weighted degree kernel compares two sequences by
identifying the largest matching blocks which contribute
depending on their length (O(L)).

k(s1,S2) = W7 +W1 + W2+ W2 + W3
S1—=>»—AGTC GGACATCAGTAGACAGA A—>
I
S2—>»—TTAT CAAAGACATCAGTAGAC T—>
where the a matching block of length £ implies many

shorter matches:
mln /4: D

Z B (k—j+1).

If k < D, then w;, = k(_kzgggy'ii’m”,

otherwise w; %
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Solving the SVM Dual

. N N N
maximize,, Zz':l oy — % Zi:l ijl GO YY k(ﬂfz‘, xj)
subject to Zf\il a;y; = 0

0< < Cfore=1,2,...,N.

Requires N kernel computations
® expensive to compute (O(D - L - N?))
® expensive to store matrix (O(N?))

Solving QP using interior point methods is expensive:
O(N?)
ldea: Chunking based methods

® Select small number of variables
® Optimize w.r.t. to these variables
® Stop if converged
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Coordinate Descent

N N N
Fla) = ) ;L ai — %Zizl Zj:l iy ik (X, X ;)
® Select single variable

» Random
» Sequential
o With Iargest gradient
N
OF (a 1
o)1 D apyk(xixg) ikl x)
Z ij=
® Solve A; = argmax, F(ad,...,al + A, ... aly)

® Update o' = (af,...,al + A,, ..., al)"
® Convergence guarantee (6 < 1)
Fa™) — F(a') < exp(—/t)
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Chunking

N N «—N
Flo) = > i 0 — %Zizl Zj:l ;o yiy k(T )
subject to ZfL a;y; =0
0< < Cfori=1,2,...,N.
® Select () variables iy, ...,

» Random (inefficient)

» Sequential (inefficient)

» Heuristic selection motivated by KKT conditions
s Requires f(x;) = 3, a;k(x;, x;) for all j
& Points that have too small margin, but o; < C

& Points that are outside margin area, but «; > 0
o Pointswith0 < o; < C

® Solve QP of size Q (0(Q?))
® Update f(x,) if necessary
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Chunking

What do we need per iteration
® Compute f(x;) = >, aik(x;,x;) for all j
® Solve QP of size Q

Complexity: O(Q - N + @Q?)
First step very expensive for large N

Can we speedup computing f(x;)?
So far for string kernels: O(Q - N - L - D)
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Fast string kernels?

® Use index structures to speed up computation
» Single kernel computation k(x, x') = (d(x), d(x'))
» Kernel (sub-)matrix k(x;,x;),i € I,5 € J
» Linear combination of kernel elements

f(x) = Z%k(Xz‘,X) = <Z a; P(x;), CD(X)>

#® |dea: Exploit that ®(x) and also _ , a;®(x;) is sparse:
» Explicit maps
» Sorted Lists
o (Suffix) trees/tries/arrays
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Efficient data structures

® v = P(x) is very sparse

® Computing with v requires efficient operations on single
dimensions, e.g.

lookup v; Orupdate v, = vs+ «
® Use trees or arrays to store only non-zero elements
= Substring is the index into the tree or array
® [ eads to more efficient optimization algorithms:
» Precompute v = 3, a;d(x;)
o Compute 3", a;k(x;, x) by

>

s substring in x
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® Require O(|2]”) memory

® Explicitly store w = ) . a;$(x;)

® lookup and update operations are O(1)

® Updating all f(x;) takes O(Q-L-D+ N-L-D)
® Very efficient, but only works for small D




Sorted Lists

® Generate a sorted list with pairs (u, «) of length @ - L
s 0(Q-L-log(Q- L))

® Requires O(Q - L - D) memory

® lterate trough list and D-mer list of example (pre-sorted)
» identify co-occuring D-mers

® Single f(x;) requires O((Q - L -log(Q - L)+ L)- D)

® All f(x;) require O((Q-L-log(Q-L)+ N -L-log(N-L))-D)

® Requires additional sorting of long lists

® Also works for large D
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Example: Trees & Tries

Oé1—1—062/( &3\)

A G A

041{ f 3 0
%)

A A A

., b

1 Q9 3

#® Building tree: O(Q - L - D)

Tree (trie) data struc-
ture stores sparse
weightings on  se-
quences (and their
subsequences).

lllustration: Three
sequences AAA, AGA,
GAA were added to a
trie (a’s are the weights
of the sequences).

® Memory: O(Q-L-D - |X|)

® Compute all f(x;): O(N-L-D)® Works for any D
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Algorithm

INITIALIZATION
fi:O, &i:Oforizl,...,N
LOOP UNTIL CONVERGENCE
Fort=1,2,...
Check optimality conditions and stop if optimal
select working set W based on g and «, store a”? = o
solve reduced QP and update «
clear w
w — w + (a; — a2y, d(x;) forall j € W

update f;, — f + (w, b(x,)) foralli =1,..., N

See Sonnenburg et al. [2007] for more details (available on
website)

All implemented in Shogun toolbox
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RESU"ZS With WD Kern9| (human acceptors)

N Computing time (s) | ROC (%)

WD | WD w/ tries
500 17 83 75.61
1,000 17 83 79.70
5,000 28 105 90.38
10,000 47 134 92.79
30,000 195 266 94.73
50,000 441 389 95.48
100,000 1,794 740 96.13
500,000 31,320 7,757 96.93
1,000,000 | 102,384 26,190 97.20
2,000,000 -1 (115,944) 97.36
5,000,000 -1 (764,144) 97.52
10,000,000 (2,825,816) 97.64
10,000,000 PWMs 96.03
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