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Outline
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Multiple Kernel Learning (MKL)
Interpretability
POIMs



Example: Promoter Detection
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POL II binds to a rather vague region of ≈ [−20, +20] bp
Upstream of TSS: promoter containing transcription fac-
tor binding sites
Downstream of TSS: 5’ UTR, and further downstream
coding regions and introns (different statistics)
3D structure of the promoter must allow the transcription
factors to bind



Features to Describe the TSS
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TFBS in Promotor region
Condition: DNA should not be too twisted
CpG islands (often over TSS/first exon; in most, but
not all promoters)
TSS with TATA box (≈ −30 bp upstream)
Exon content in UTR 5" region
Distance to first donor splice site

Idea: Combine weak features to build strong promoter
predictor.



Approach: SVM
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SVM classifier

f (x) = sign

(
N∑

i=1

yiαik(x,xi) + b

)
Key ingredient is kernel k(x,x′) – similarity of two
sequences.

Natural idea:
Use 5 kernels to model each of the heterogeneous
features.



The 5 Kernels

G. Rätsch, C.S. Ong and P. Philips: Advanced Methods for Sequence Analysis, Page 6

1. TSS signal (including parts of core promoter with TATA box)

– use Weighted Degree Shift kernel

2. CpG Islands, distant enhancers and TFBS upstream of TSS

– use Spectrum kernel (large window upstream of TSS)

3. model coding sequence TFBS downstream of TSS

– use Spectrum kernel (small window downstream of TSS)

4. stacking energy of DNA

– use btwist energy of dinucleotides with Linear kernel

5. twistedness of DNA

– use btwist angle of dinucleotides with Linear kernel



Combining Classifiers
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Train individual classifiers and combine outputs by vot-
ing methods, SVMs, ...
Aggregate feature spaces and define ONE kernel.

Problems

Data scaling problem.
Combination of kernels.

Recall
If k1 and k2 are kernels so are

αk1, if α ≥ 0

k1 + k2

k1k2

... [Schölkopf and Smola, 2002]



Multiple Kernel Learning (MKL)
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Possible solution
Linear combination of kernels,

k(x,x′) =

M∑
p=1

βpkp(x,x′), βp ≥ 0.

Discussion

Choice of weights is a way of feature selection.
Optimal weights teach us something about problem.

Learning weights from data

Automatic feature selection.
Interpretability.



SVMs with kernels (Primal)
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Minimize

1

2

N∑
i,j

αiαjk(xi,xj) + C

N∑
i=1

ξi

Subject to

yi

(
N∑

j=1

αjk(xi,xj) + b

)
> 1− ξi

ξi > 0

for all i = 1, . . . , N.

Minimize

1

2
‖w‖2

2 + C

N∑
i=1

ξi (1)

Subject to

yi

(
w>Φ(xi) + b

)
> 1− ξi (2)

ξi > 0

for all i = 1, . . . , N.

(1) Maximize the margin.

(2) Correctly classify the training data.

Representer Theorem: w∗ =
∑N

n=1 αnΦ(xn)

because of l2 norm ‖w‖2.



Margin Maximization
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Two equivalent formulations.

Minimize ‖w‖2

Subject to yi

(
w>xi + b

)
> 1

for all i = 1, . . . , N.

Maximize p

Subject to yi

(
w>xi + b

)
> p,

for all i = 1, . . . , N,

‖w‖2 = 1.



Norms and Sparsity
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l2-Norm

Maximize p

Subject to yi

(
w>xi + b

)
> p,

for all i = 1, . . . , N,

‖w‖2 = 1.

l1-Norm

Maximize p

Subject to yi

(
w>xi + b

)
> p,

for all i = 1, . . . , N,

‖w‖1 = 1.

‖w‖2 ≤ ‖w‖1

Using l1 norm leads to sparser solution!



Norms and Sparsity II
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(L. Vandenberghe, MLSS 2007)



SVMs with kernels (Primal)
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Minimize

1

2

N∑
i,j

αiαjk(xi,xj) + C

N∑
i=1

ξi

Subject to

yi

(
N∑

j=1

αjk(xi,xj) + b

)
> 1− ξi

ξi > 0

for all i = 1, . . . , N.

Minimize

1

2
‖w‖2

2 + C

N∑
i=1

ξi

Subject to

yi

(
w>Φ(xi) + b

)
> 1− ξi

ξi > 0

for all i = 1, . . . , N.

MKL: k(xi,xj) =

M∑
p=1

βpkp(xi,xj), βp ≥ 0.



MKL Optimization Problem
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min
1

2

 M∑
p=1

βp ‖wp‖2

2

+ C
N∑

i=1

ξn

w.r.t. w = (w1, . . . ,wM),wp ∈ Rkp, ξ ∈ RN
+ , β ∈ RM

+ , b ∈ R

s.t. yi

 M∑
p=1

βpw
>
p Φ(xi,p) + b

 ≥ 1− ξi,∀i = 1, . . . , N

Problem
Minimization over βp shrinks them to zero!

⇒ Constraining βp is necessary.



Constraining the weights
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l2-Norm
Dense ‖β‖2 = 1 (Lin and Zhang 2004)

l1-Norm
Sparse ‖β‖1 = 1 (Bach, Lanckriet and Jordan 2004)

Convex combination of kernels.
Sparse solution in terms of kernels.
Allows for interpretation of result.

Constraints on βp

M∑
p=1

βp = 1, βp ≥ 0



Rewriting the MKL formulation
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From the Standard SVM Primal to the Semi-Infinite Linear Program



MKL Optimization Problem I

G. Rätsch, C.S. Ong and P. Philips: Advanced Methods for Sequence Analysis, Page 17

Primal Formulation (Bach, Lanckriet, Jordan 2004)

min
1

2

 M∑
p=1

βp ‖wp‖2

2

+ C

N∑
i=1

ξn

s.t. yi

 M∑
p=1

βpw
>
p Φ(xi,p) + b

 ≥ 1− ξi,∀i = 1, . . . , N

M∑
p=1

βp = 1, βp ≥ 0

Properties

Equivalent to linear SVM for M = 1.

Solution sparse in “blocks”.

Each block p corresponds to one kernel.



MKL Optimization Problem II
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Dual Formulation (Bach, Lanckriet, Jordan 2004)

min
1

2
γ2 −

N∑
i=1

αi

w.r.t. γ ∈ R, α ∈ RN

s.t. 0 ≤ α ≤ C,
N∑

i=1

αiyi = 0

N∑
r=1

N∑
s=1

αrαsyryskp(xr,xs)︸ ︷︷ ︸
=:Sp(α)

−γ2 ≤ 0, ∀p = 1, . . . ,M

“partial Lagrangian:”

L :=
1

2
γ2 −

N∑
i=1

αi +

M∑
p=1

βp(Sp(α)− γ2)



MKL Optimization Problem III
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Reformulation as Semi-Infinite Linear Program

max
β

min
α

M∑
p=1

βp

(
1

2
Sp(α)−

N∑
i=1

αi

)

s.t. 0 ≤ α ≤ C,

N∑
i=1

αiyi = 0,
M∑

p=1

βp = 1

max θ

w.r.t. θ ∈ R, β ∈ RM
+ with

M∑
p=1

βp = 1

s.t.
M∑

p=1

βp

(
1

2
Sp(α)−

N∑
i=1

αi

)
≥ θ

for all α with 0 ≤ α ≤ C and
N∑

i=1

yiαi = 0

M∑
p=1

βp

(
1

2
Sp(α)−

N∑
i=1

αi

)
=

1

2

N∑
r=1

N∑
s=1

αrαsyrys

M∑
p=1

βpkp(xr,xs)−
N∑

i=1

αi,



Semi-Infinite Linear Program
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max θ

w.r.t. θ ∈ R, β ∈ RM
+ with

M∑
p=1

βp = 1

s.t.
M∑

p=1

βp

(
1

2

N∑
r=1

N∑
s=1

αrαsyryskp(xr,xs)−
N∑

i=1

αi

)
≥ θ

for all α with 0 ≤ α ≤ C and
N∑

i=1

yiαi = 0

⇒ Linear Problem, but infinitely many constraints

One constraint for each α.

Can be solved using Column Generation.

Most violated constraints can be identified by solving SVM.



Column Generation
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Sonnenburg et al. [2006a]



Summary
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MKL Algorithm

Automatically computes best convex combination
of kernels

k(x,x′) =

M∑
p=1

βpkp(x,x′),
M∑

p=1

βp = 1, βp ≥ 0

SILP formulation makes large scale training and
evaluation possible.

Possible Applications

Heterogeneous data.
Improving interpretability.



Promoter Detection with MKL
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1. TSS signal – Weighted Degree Shift kernel

2. features upstream of TSS – Spectrum kernel

3. features downstream of TSS – Spectrum kernel

4. stacking energy of DNA – Linear kernel

5. twistedness of DNA – Linear kernel

MKL to combine different kernels.
Large scale training and evaluation possible.



Data Generation
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True TSS:
from dbTSSv4 (based on hg16) extract putative TSS
windows of size [−1000, +1000]

Decoy TSS:
annotate dbTSSv4 with transcription-stop (via BLAT
alignment of mRNAs)
from the interior of the gene (+100bp to gene end) sam-
ple negatives for training (10 per positive), again win-
dows [−1000, +1000]

Processing:
8508 positive, 85042 negative examples
split into disjoint training and validation set (50% : 50%)



Results
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Receiver Operator Characteristic Curve and Precision Recall Curve

⇒ 35% true positives at a false positive rate of 1/1000
(best other method find about a half (18%))

See Sonnenburg et al. [2006b] for more details.



Which kernel is most important?
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⇒ Weighted Degree Shift kernel modeling TSS signal



MKL and Interpretability
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Different scaling of heterogeneous feature spaces
leads to different weightings!

MKL for Promoter Detection

State-of-the-art recognition accuracy.
Easy and principled combination of heterogeneous
features.
NO interpretation!



A Closer Look

G. Rätsch, C.S. Ong and P. Philips: Advanced Methods for Sequence Analysis, Page 28

How about homogeneous feature spaces?



Toy Application I
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MKL for Classification
Separation of two star-shaped classes with different
class distances.
Combination of 5 RBF-kernels with different widths.



Toy Application II
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MKL for Regression
Learning of a sinus wave.
Combination of 5 RBF-kernels with different widths.



Toy Application III
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MKL for Regression
Learning of a complex function with varying frequency a

f (x) = sin(ax) + sin(bx) + cx

Combination of 10 RBF-kernels with different widths.



Splice Site Detection
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Splice sites are locations on DNA at boundaries of
- exons (which code for proteins)
- introns (which do not)



Detection of Splice Sites
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Focus on Acceptor Splice Site Prediction

aligned sequences of fixed length (AG always at same position)

Task: distinguish C. elegans splice sites from fake splice sites

⇒ 2-class classification problem by using substring comparisons



HMM vs. SVM
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Standard Approach: Use two higher order Markov Chains

one model for fake splice sites and one for true splice sites trained
on ≈ 600, 000 examples, of them only ≈ 36, 000 true splice sites
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Markov Chain
Support Vector Machine

We can do better using SVMs!
Drawback: We loose interpretability of the result!



Weighted Degree Kernel
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Weighted degree kernel Compares two sequences by
identifying the largest matching blocks which contribute
depending on their length [Rätsch and Sonnenburg, 2004].

Equivalent to a mixture of spectrum kernels (up to order
`) at every position for appropriately chosen weights w
(depending on `).



Method for Interpreting SVMs
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MKL for Splice Site Detection (Rätsch et al. [2006])
Weighted Degree kernel: linear comb. of LD kernels

k(x,x′) =

D∑
d=1

L−d+1∑
l=1

γl,dI(ul,d(x) = ul,d(x
′))



Understanding the SVM Decision
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Splice Sites
1. Which positions in the sequence are important for discrimination?

2. What characterizes those positions?

3. Which motifs at which position are important?



Understanding the SVM Decision
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Positional Oligomer Importance Matrix (POIM)
[Sonnenburg et al., 2008]

For each k-mer at each position
Weight contribution for the k-mer observed at this certain
position.
Takes into account all higher order overlapping k-mers.
Efficiently computed for WD kernels using suffix tries
representation.



POIMs for String Kernels
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SVM score s(x) =
∑N

i=1 yiαik(x,xi) + b

WD kernel: k(x,x′) =
∑D

d=1

∑L−d+1
l=1 γl,dI(ul,d(x) = ul,d(x

′))

Linear scoring system:

s(x) :=

D∑
d=1

L−d+1∑
l=1

w
(
x[l]d, l

)
+ b

x[l]d: substring of x that starts at position l of length d

Positional Oligomer Importance of k-mer z at position j:
the expected increase (decrease) of SVM score

Q(z, j) := E [ s(x) |x[j] = z ] − E [ s(x) ]



Toy Application
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Finding mutated motifs GATTACA and AGTAGTG
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1-mer POIMs / Sequence Logos
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Finding mutated motifs GATTACA and AGTAGTG:
4-out-of-7 mutations
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1-mer POIMs can capture the whole information con-
tained in sequence logos!



Splice Site (Acceptor) Detection
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POIM for Interpretation
WD kernel with shifts.

Differential POIM Overview − C.elegans Acceptor
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Splice Site (Acceptor) Detection
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Analysis Tool for ranking of discriminative features
DiffPOIM − C.elegans Acceptor (−54 to +54) Full Range
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Sören Sonnenburg, Gunnar Rätsch, Christin Schäfer, and Bernhard Schölkopf. Large Scale Multiple Kernel Learning. Journal of Machine
Learning Research, 7:1531–1565, July 2006a.
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