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[Freund & Schapire, 1997]

Boosting

The AdaBoost Algorithm Friedrich Miescher Laboratory
of the Max Planck Society

Maintain a distribution dt = [d t
1 , . . . , d

t
N ] on the examples

At iteration t = 1, . . . , T :
1 Receive a “weak” hypothesis ht

2 Update dt to dt+1, put more weights on “hard” examples

Output a convex combination of the weak hypotheses

f (x) =
T∑

t=1

αtht(x)
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Boosting

Boosting: 1st Iteration Friedrich Miescher Laboratory
of the Max Planck Society

First hypothesis:
Error rate: 2

11

εt =
N∑

n=1

d t
nI(ht(xn) = yn)

Edge: 7
11

γt =
N∑

n=1

d t
nynht(xn)

= 1− 2εt
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Boosting

Update Distribution Friedrich Miescher Laboratory
of the Max Planck Society

Misclassified examples
⇒ Increase weights

How?

After update:
Error rate:
ε(ht ,dt+1) = 1

2

Edge:
γ(ht ,dt+1) = 0
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[Lafferty, 1999; Kivinen & Warmuth, 1999]

Boosting

Boosting as Entropy Projection Friedrich Miescher Laboratory
of the Max Planck Society

Minimize relative entropy to last distribution subject to constraints

min
d

∆(d,dt)

s.t.
N∑

n=1

dnynht(xn) = 0

d ∈ PN ,

where

∆(d,dt) =
∑N

n=1 dn ln dn

d t
n

and

PN is the N dimensional probability simplex.
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Boosting

Before 2nd Iteration

y

Friedrich Miescher Laboratory
of the Max Planck Society
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Boosting

Boosting: 2nd Hypothesis Friedrich Miescher Laboratory
of the Max Planck Society

Edge γ > Γ
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Boosting

Update Distribution Friedrich Miescher Laboratory
of the Max Planck Society

Edge γ = 0

AdaBoost update
sets edge of last
hypothesis to 0
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[Lafferty, 1999; Kiwinen & Warmuth, 1999]

Boosting

Which constraints? Friedrich Miescher Laboratory
of the Max Planck Society

Corrective Algorithm: Consider single constraint

min
d∈PN

∆(d,dt)

s.t.
N∑

n=1

dnynht(xn) = 0 for r = 1, . . . , t

Edge of the last hypothesis zero, i.e.
N∑

n=1

dnynht(xn) = 0.

But not of the previous iterations, e.g.
N∑

n=1

dnynht−1(xn) 6= 0
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min
d∈PN

∆(d,dt)
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Totally Corrective Algorithm: Consider all previous constraints

min
d∈PN
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Boosting

Boosting: 3nd Hypothesis Friedrich Miescher Laboratory
of the Max Planck Society
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Boosting

Boosting: 4th Hypothesis Friedrich Miescher Laboratory
of the Max Planck Society
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Boosting

All Hypotheses Friedrich Miescher Laboratory
of the Max Planck Society
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Boosting

Decision: fα(x) =
∑T

t=1 αtht(x) > 0 ? Friedrich Miescher Laboratory
of the Max Planck Society
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Boosting

AdaBoost Friedrich Miescher Laboratory
of the Max Planck Society

1 Input: S = 〈(x1, y1), . . . , (xN , yN)〉
2 Initialize: d1

n = 1/N for all n = 1 . . . N
3 Do for t = 1, . . .

1 Train classifier on {S ,dt} and obtain hypothesis ht : x 7→ {±1}
and let ut

i = yiht(xi )
2 Calculate the edge γt of ht : γt = dt · ut

3 Compute αt : αt =
1

2
log

1 + γt

1− γt

4 dt+1 = dt exp (−αtyihy (xi )) /Z
5 If αt = ∞ then T = t and break

4 Output: fα(x) =
∑T

t=1 αtht(x).

Optimization Problem

dt+1 = argmin ∆(d,dt)

with d ∈ {d ∈ PN | d · ut = 0}.
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[Schapire et al., 1998, Breiman, 1999, Mangasarian, 1999; G.R., Mika, Schölkopf & Müller, 2002]

Margins and Edges

Linear Separation and Large Margins Friedrich Miescher Laboratory
of the Max Planck Society

Input space X Feature space F

Φ(x)

Linear separation in F is
nonlinear separation in X

Margin of example (x, y):

y〈Φ(x), α〉 = y
T∑

t=1

αtht(x)
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[von Neumann, 1928, Breiman, 1999]

Margins and Edges

Margin vs. Edge Friedrich Miescher Laboratory
of the Max Planck Society

Margin

Measure for “confidence” in prediction of example n: ynfα(xn)

Depends on hypothesis weighting α

Edge

“Goodness” of hypothesis returned by learner: γ = 1− 2ε

Depends on distribution d on examples

What is the connection?

von Neumann’s Minimax-Theorem

minimum edge = maximum margin
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Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 16 / 48

http://www.fml.mpg.de


[von Neumann, 1928]

Margins and Edges

von Neumann’s Minimax-Theorem Friedrich Miescher Laboratory
of the Max Planck Society

Set of examples S = {(x1, y1), . . . , (xN , yN)}
and hypotheses set Ht = {h1, . . . , ht},

maximum margin: ρ∗t =max
α∈Pt

min
n

margin of (xn, yn)︷ ︸︸ ︷
ynfα(xn)︸ ︷︷ ︸

margin of S

minimum edge: γ∗t =min
d∈PN

max
h∈Ht

edge of h︷ ︸︸ ︷
γ(h,d)︸ ︷︷ ︸

edge of Ht

Duality: γ∗t =ρ∗t
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[Breiman, 1999; Bennett et al.; G.R. et al., 2001; Rudin et al., 2005]

Margins and Edges

How Large is the Maximal Margin? Friedrich Miescher Laboratory
of the Max Planck Society

Assumptions on Weak Learner

For any distribution d on the examples, the weak learner returns a
hypothesis “consistently better than random guessing”.
Hence:

Error ε(h,d) < 1
2
(1− Γ) and

Edge γ(h,d) > Γ for some Γ > 0.

Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 18 / 48

http://www.fml.mpg.de


[Breiman, 1999; Bennett et al.; G.R. et al., 2001; Rudin et al., 2005]

Margins and Edges

How Large is the Maximal Margin? Friedrich Miescher Laboratory
of the Max Planck Society

Assumptions on Weak Learner

For any distribution d on the examples, the weak learner returns a
hypothesis “consistently better than random guessing”.
Hence:

Error ε(h,d) < 1
2
(1− Γ) and

Edge γ(h,d) > Γ for some Γ > 0.

Implication from Minimax Theorem

There exists α ∈ PN , such that ρ(α) ≥ Γ.

Assume the weak learner does well (Γ = ρ∗ = γ∗).
How can we maximize the margin?
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[Breiman, 1999; Bennett et al.; G.R. et al., 2001; Rudin et al., 2005]

Margins and Edges

How Large is the Maximal Margin? Friedrich Miescher Laboratory
of the Max Planck Society

Assumptions on Weak Learner

For any distribution d on the examples, the weak learner returns a
hypothesis “consistently better than random guessing”.
Hence:

Error ε(h,d) < 1
2
(1− Γ) and

Edge γ(h,d) > Γ for some Γ > 0.

What about AdaBoost?

Does not find maximizing α (counter examples).

But there are some guarantees, e.g.

ρ(αt) ≥ 0 after 2 lnN/Γ2 iterations [Freund & Schapire, 1997]
ρ(αt) ≥ Γ/2 in the limit [Rätsch et al., 2001]
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[Breiman, 1999; Bennett et al.; G.R. et al., 2001, 2004, 2006; Rudin et al., 2004]

Maximizing the Margin

How to Maximize the Margin? Friedrich Miescher Laboratory
of the Max Planck Society

AdaBoost does not generally maximize the margin

Slow and may cycle

Arc-GV asymptotically maximizes the margin

Relatively slow, asymptotic convergence

LPBoost uses a linear programming solver

Often very fast in practice, no converge rates (new: Ω(N))

AdaBoost∗ requires 2 log(N)
δ2 iterations to get ρt ∈ [ρ∗ − δ, ρ∗]

Slow in practice, i.e. not faster than theory predicts

TotalBoost requires 2 log(N)
δ2 iterations to get ρt ∈ [ρ∗ − δ, ρ∗]

Needs convex optimizer, fast in practice
Combination of benefits

Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 19 / 48

http://www.fml.mpg.de


[Breiman, 1999; Bennett et al.; G.R. et al., 2001, 2004, 2006; Rudin et al., 2004]

Maximizing the Margin

How to Maximize the Margin? Friedrich Miescher Laboratory
of the Max Planck Society

AdaBoost does not generally maximize the margin

Slow and may cycle

Arc-GV asymptotically maximizes the margin

Relatively slow, asymptotic convergence

LPBoost uses a linear programming solver

Often very fast in practice, no converge rates (new: Ω(N))

AdaBoost∗ requires 2 log(N)
δ2 iterations to get ρt ∈ [ρ∗ − δ, ρ∗]

Slow in practice, i.e. not faster than theory predicts

TotalBoost requires 2 log(N)
δ2 iterations to get ρt ∈ [ρ∗ − δ, ρ∗]

Needs convex optimizer, fast in practice
Combination of benefits
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Needs convex optimizer, fast in practice
Combination of benefits

Convergence speeds can be truly different!

LPBoost/TotalBoost may need
10-50 instead of 10,000 iterations

LPBoost can be much slower than
TotalBoost
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Maximizing the Margin

Key Ingredients for Fast Convergence Friedrich Miescher Laboratory
of the Max Planck Society

1 Consider several constraints in parallel.
(Corrective vs. totally corrective algorithms.)

1 TotalBoost
2 LPBoost

2 Slightly modify the optimization problem.
(Do not set edges to zeros.)

1 ArcGV
2 AdaBoost∗

If done in the right way, one can prove fast convergence.
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[Lafferty, 1999; Kiwinen & Warmuth, 1999; G.R. et al., 2001, 2004, 2006]

Maximizing the Margin

Idea 2: Totally Corrective Algorithms Friedrich Miescher Laboratory
of the Max Planck Society

min
d∈PN

∆(d,d1)

s.t.
N∑

n=1

dnynhr (xn) = 0 for r = 1, . . . , t.

Trouble:

Solution does not exist after a few iterations!

Why? AdaBoost (almost) always worked!
⇒ As soon as data is separated, the margin and hence the edge
is larger than zero (by Min-Max-Theorem).
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Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 21 / 48

http://www.fml.mpg.de


[G.R. & Warmuth, 2004]

Maximizing the Margin

Idea 2: Projections to γ̂t instead of 0

Separation

min
d∈PN

∆(d,dt) (AdaBoost)

s.t.
N∑

n=1

dnynht(xn) ≤ 0

Large Margin Separation

min
d∈PN

∆(d,dt) (AdaBoost∗)

s.t.
N∑

n=1

dnynht(xn) ≤ γ̂t
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[Breiman, 1999; Bennett et al. 2001; G.R. et al., 2001, 2004, 2006]

Maximizing the Margin

How to choose γ̂t? Friedrich Miescher Laboratory
of the Max Planck Society

Let γ̂∗ be the smallest possible γ̂ that satisfies

N∑
n=1

dnynhr (xn) ≤ γ̂ for r = 1, . . . , t

for some d?

Different approaches:

LPBoost: γ̂t = γ̂∗ (projection to minimum)

ArcGV: γ̂t ≤ γ̂∗ (below minimum)

AdaBoost∗: γ̂t ≥ γ̂∗ − δ (“above” minimum, δ > 0)
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[Breiman, 1999; Bennett et al. 2001; G.R. et al., 2001, 2004, 2006]

Maximizing the Margin

Convergence Result Friedrich Miescher Laboratory
of the Max Planck Society

Theorem

Assume

the base learner always returns a hypothesis with edge ≥ Γ and

we choose γ̂t = min
r=1,...t

γ(hr ,d
r )− δ,

then the algorithm stops within

⌈
2 log N

δ2

⌉
iterations with a margin of

the combined hypothesis of at least Γ− δ.

Examples:

1 AdaBoost∗

2 TotalBoost

Does not apply to:

1 ArcGV

2 LPBoost
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Maximizing the Margin

TotalBoostδ Friedrich Miescher Laboratory
of the Max Planck Society

1 Input: S = 〈(x1, y1), . . . , (xN , yN)〉 , desired accuracy δ
2 Initialize: d1

n = 1/N for all n = 1 . . . N
3 Do for t = 1, . . .

1 Train classifier on {S ,dt} and obtain hypothesis
ht : x 7→ [−1, 1] and let ut

i = yiht(xi )
2 Calculate the edge γt of ht : γt = dt · ut

3 Set γ̂t = ( min
q=1,...,t

γq)− δ and solve

dt+1 = argmin
{d∈PN | d·uq≤bγt, for 1≤q≤t}=Ct

∆(d,d1)

4 If above infeasible or dt+1 contains a zero
then T = t and break

4 Output: fα(x) =
∑T

t=1 αtht(x), where the coefficients αt

maximize margin over hypotheses set {h1, . . . , hT}.

Optimization Problem

dt+1 = argmin
d∈Ct

∆(d,d1)

with Ct := {d ∈ PN | d · uq ≤ γ̂t, for 1 ≤ q ≤ t}
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[Warmuth, Liao & G.R., 2006]

Maximizing the Margin Illustrative Experiments

Illustrative Experiments Friedrich Miescher Laboratory
of the Max Planck Society

Cox-1 dataset from Telik Inc.

Relatively small drug-design data set

125 binary labeled examples
3888 binary features

Compare convergence of margin versus
number of iterations
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Maximizing the Margin Illustrative Experiments

Illustrative Experiments Friedrich Miescher Laboratory
of the Max Planck Society

Cox-1 (δ = 0.01)

AdaBoost∗δ
LPBoost

TotalBoostδ

Results

Corrective
algorithms very slow

LPBoost &
TotalBoostδ need
few iterations

Initial speed crucially
depends on δ
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Maximizing the Margin Illustrative Experiments

LPBoost May Perform Much Worse Than TotalBoost

Empirically identified cases where LPBoost converges
considerably slower than TotalBoostδ

Artificial datasets with 1000 examples:

Generated N1 random ±1-valued features x1, . . . , xN1 and set
the label of the examples as y = sign(x1 + x2 + x3 + x4 + x5)
Duplicated each feature N2 times, perturbed the features by
Gaussian noise (σ = 0.1), and clipped the feature values so that
they lie in the interval [−1, 1]
Considered two cases:

1 N1 = 1000, N2 = 100
2 N1 = 100, 000, N2 = 1
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Maximizing the Margin Illustrative Experiments

LPBoost Worse with Redundant Features Friedrich Miescher Laboratory
of the Max Planck Society

Shown is the margin vs. number of iterations of
LPBoost vs. TotalBoostδ on two 100,000 dimensional datasets:

left: many redundant features (N1 = 1, 000,N2 = 100) and

right: independent features (N1 = 100, 000,N2 = 1).
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Maximizing the Margin Illustrative Experiments

Bound Not True for LPBoost Friedrich Miescher Laboratory
of the Max Planck Society

⇒ LPBoost uses 5 iterations ((N+1)/2 iterations) to achieve margin 0.

Theorem [Warmuth, Glocer, Rätsch, 2007]

LPBoost requires Ω(N) iterations to get close to the maximal margin.
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[G.R., Demiriz & Bennett, 2001; G.R., 2001]

Maximizing the Margin Illustrative Experiments

Digestion Friedrich Miescher Laboratory
of the Max Planck Society

Primal

max
α,ρ

ρ

with
∑
h∈H

αhynh(xn) ≥ ρ ∀n

α ∈ P |H|

Dual

min
γ,d

γ

with
N∑

n=1

dnynh(xn) ≤ γ ∀h ∈ H

d ∈ PN

Infinite number of hypotheses: |H| → ∞
Dual has infinitely many constraints, but still well defined

There exist solutions with at most N active variables/constraints

Convergence theorems still hold

⇒ Solution to “Semi-infinite Linear Program”
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Announcement

JMLR - Machine Learning Open Source Publications

http://jmlr.csail.mit.edu/mloss

To support the open source movement, JMLR has announced a way
of publishing open source software. Submissions should include:

Four page description

Code

Recognised open source license

which are contributions related to:

Implementations of machine learning algorithms

Toolboxes and languages for scientific computing

See also position statement in “The Need for Open Source Software
in Machine Learning” by Sonnenburg et al., JMLR, 2007

Central Repository: http://www.mloss.org
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[G.R. et al. 2000-2005, Warmuth, Glocer & G.R., 2007]

Maximizing the Soft-Margin

Do These Algorithms Perform Better in Practice?

Do they generalize better?

Algorithms converge faster, but often do not generalize better.

Only slight improvements in the noise free case.

Soft margins for AdaBoost

1 Limit the influence of examples (“AdaBoostreg”)

Heuristic algorithm, no convergence result . . .
. . . but works very well in practice

2 Soft margins à la SVM (“ν-Arc”, “SoftBoost”)

Change optimization problem to include slacks
Convergence proofs did not work ⇒ only asymptotic results
New: Can prove fast convergence with soft margin (NIPS’07)
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Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 33 / 48

http://www.fml.mpg.de


[G.R. et al. 2000-2005, Warmuth, Glocer & G.R., 2007]

Maximizing the Soft-Margin

Do These Algorithms Perform Better in Practice?

Do they generalize better?

Algorithms converge faster, but often do not generalize better.

Only slight improvements in the noise free case.

Soft margins for AdaBoost

1 Limit the influence of examples (“AdaBoostreg”)

Heuristic algorithm, no convergence result . . .
. . . but works very well in practice
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Gunnar Rätsch (FML, Tübingen) Boosting, Margins and Beyond May 20, 2008 33 / 48

http://www.fml.mpg.de


[G.R. et al. 2000-2005, Warmuth, Glocer & G.R., 2007]

Maximizing the Soft-Margin

Do These Algorithms Perform Better in Practice?

Do they generalize better?

Algorithms converge faster, but often do not generalize better.

Only slight improvements in the noise free case.

Soft margins for AdaBoost

1 Limit the influence of examples (“AdaBoostreg”)

Heuristic algorithm, no convergence result . . .
. . . but works very well in practice
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Maximizing the Soft-Margin

SoftBoost = TotalBoost with ν-Trick

Hard-margin separation

max
ρ,ξ,α

ρ− 1

ν

N∑
n=1

ξn

with yn

∑
h

αhh(xn) ≥ ρ− ξn

for n = 1, . . . , N .

s.t. ρ ≥ 0, ξ ∈ R+, α ∈ P |H|
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Maximizing the Soft-Margin

SoftBoost = TotalBoost with ν-Trick

Hard-margin separation with outlier

max
ρ,ξ,α

ρ− 1

ν

N∑
n=1

ξn

with yn

∑
h

αhh(xn) ≥ ρ− ξn

for n = 1, . . . , N .

s.t. ρ ≥ 0, ξ ∈ R+, α ∈ P |H|
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Maximizing the Soft-Margin

SoftBoost = TotalBoost with ν-Trick

Soft-margin separation with outlier
Chose margin such that ν examples are within
the margin area
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Maximizing the Soft-Margin

Softboostδ,ν

1 Input: S = 〈(x1, y1), . . . , (xN , yN)〉 , desired accuracy δ
2 Initialize: d1

n = 1/N for all n = 1 . . . N
3 Do for t = 1, . . .

1 Train classifier on {S ,dt} and obtain hypothesis
ht : x 7→ [−1, 1] and let ut

i = yiht(xi )
2 Calculate the edge γt of ht : γt = dt · ut

3 Set γ̂t = ( min
q=1,...,t

γq)− δ and solve

dt+1 = argmin
{d∈PN | d≤1/ν;d·uq≤bγt, for 1≤q≤t}=Ct

∆(d,d1)

4 If above infeasible or dt+1 contains a zero
then T = t and break

4 Output: fα(x) =
∑T

t=1 αtht(x), where the coefficients αt

maximize margin over hypotheses set {h1, . . . , hT}.

Optimization Problem

dt+1 = argmin
d∈Ct

∆(d,d1)

with Ct := {d ∈ PN | d ≤ 1/ν, d · uq ≤ γ̂t, for 1 ≤ q ≤ t}
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[Freund, 2001, Demiriz et al., 2002, Servedio, 2003, Warmuth, Glocer & G.R., 2007]

Maximizing the Soft-Margin

Convergence Speed of Different Algorithms
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Soft margin objective vs. the number of iterations for LPBoost,
SoftBoost, BrownBoost and SmoothBoost.
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[Warmuth, Glocer & G.R., 2007]

Maximizing the Soft-Margin

Generalization Errors on IDA Benchmarks

RBF networks as base learner

5-fold cross-validation on 100 splits

Average error ± standard deviation

LPBoost very similar to SoftBoost (not shown)

AdaBoost BrownBoost AdaBoost reg SoftBoost
Banana 13.3 ± 0.7 12.9 ± 0.7 11.3 ± 0.6 11.1 ± 0.5
B.Cancer 32.1 ± 3.8 30.2 ± 3.9 27.3 ± 4.3 28.0 ± 4.5
Diabetes 27.9 ± 1.5 27.2 ± 1.6 24.5 ± 1.7 24.4 ± 1.7
German 26.9 ± 1.9 24.8 ± 1.9 25.0 ± 2.2 24.7 ± 2.1
Heart 20.1 ± 2.7 20.0 ± 2.8 17.6 ± 3.0 18.2 ± 2.7
Ringnorm 1.9 ± 0.3∗ 1.9 ± 0.2 1.7 ± 0.2 1.8 ± 0.2
F.Solar 36.1 ± 1.5 36.1 ± 1.4 34.4 ± 1.7 35.5 ± 1.4
Thyroid 4.4 ± 1.9∗ 4.6 ± 2.1 4.9 ± 2.0 4.9 ± 1.9
Titanic 22.8 ± 1.0 22.8 ± 0.8 22.7 ± 1.0 23.0 ± 0.8
Waveform 10.5 ± 0.4 10.4 ± 0.4 10.4 ± 0.7 9.8 ± 0.5
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Beyond

So, All Work is Done!? Friedrich Miescher Laboratory
of the Max Planck Society

SoftBoost combines all benefits [Warmuth, Glocer, G.R., NIPS, 2007]

Noise robustness
Good rates of convergence
Few iterations in practice

Let’s apply it!

+ Benchmarks
+ Drug Discovery (with K. Bennett, K.-R. Müller)
+ Electric appliances monitoring (with T. Onoda)

Non-intrusively classify the on/off state of appliances
Patented and in use in Japan

− Biological sequence analysis
Classify sequences (e.g. exons vs. introns)
Features correspond to subsequences
Boosting/LP based methods fail in practical cases
Why?
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Beyond Sequence Classification

Illustrative Example: Classify Sequences Friedrich Miescher Laboratory
of the Max Planck Society

Task 1

Single substring discriminates,
e.g. GATTACA

Optimal weight vector sparse

Results

+ Boosting/LP
− SVM

Sparseness beneficial

Quick identification of
discriminating dimensions

Task 2

Differing substring
frequencies

Optimal weight vector dense

Results

− Boosting/LP
+ SVM

Sparseness detrimental

Concentration on too few
dimensions

Discrimination of biological signals’ sequences

Needs many different features

Kernel methods often work better
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Beyond Multiple Kernel Learning

Combination: Multiple Kernel Learning Friedrich Miescher Laboratory
of the Max Planck Society

Kernel k(x, x′) = Φ(x) · Φ(x′) used in standard SVM Classifier

f (x) =
∑̀
i=1

yiαik(x, xi) + b

Now: Convex combination of kernels

k(x, x′) =
M∑

j=1

βj kj(x, x
′), β ∈ PM

e.g. polynomial kernels of different degree, kernels on different
domains or heterogeneous data.

⇒ Combination of benefits of sparse and dense learning!

But: How to learn weights βj ?
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[Sonnenburg, G.R., Schäfer, 2005]

Beyond Multiple Kernel Learning

MKL Optimization: Reformulation as SILP Friedrich Miescher Laboratory
of the Max Planck Society

min θ

with

M∑
j=1

βjSj(α) ≤ θ for all α ∈ SC

s.t. θ ∈ R, β ∈ PM

Use Boosting techniques to solve SILP

Exponential update of the β’s

Finding corresponds to finding active constraint:

M∑
j=1

βjSj(α) =
1

2

N∑
r=1

N∑
s=1

αrαsyrys

M∑
j=1

βjkj(xr , xs)−
N∑

i=1

αi

⇒ Solve SVM for some given β’s
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[Tsochantaridis et al., 2004]

Beyond Learning Structured Outputs

Another Case: Learning Structured Outputs Friedrich Miescher Laboratory
of the Max Planck Society

Learn function Sθ to score “structures” s given input x
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[Tsochantaridis et al., 2004]

Beyond Learning Structured Outputs

Another Case: Learning Structured Outputs Friedrich Miescher Laboratory
of the Max Planck Society

Learn function Sθ to score “structures” s given input x

Idea: Score true structure much higher than all other structures

Solve optimization problem:

minimize
ξ∈RN

+,θ∈Rd
C

N∑
n=1

ξn + ‖θ‖1

subject to Sθ(s
+
n , xn)− Sθ(s

−, xn) ≥ 1− ξn

for all s− 6= s+
n and n = 1, . . . , N

⇒ Exponentially many constraints
⇒ Find violating constraints by dynamic programming
Many applications in computational biology

Structure prediction
Gene finding
. . .
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Summary

Summary Friedrich Miescher Laboratory
of the Max Planck Society

AdaBoost-type algorithms attempt to achieve a large margin

TotalBoost/SoftBoost solves SILPs and combine benefits:
much faster than AdaBoost, about as fast as LPBoost
Convergence guarantee: O(lnN/δ2)
State-of-the-art performance

Huge linear programs frequently appear in machine learning

Iterative methods require algorithms to identify violated
constraints

Boosting: Weak learner
Multiple kernel learning: Single kernel SVM
Structure Learning: Dynamic programming

Open problems
Is there a lower bound or a faster algorithm?
Remove dependence on δ? [Warmuth, Glocer, Vishwanathan, 2008]
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The End

Slides with references will be available at
http://www.fml.mpg.de/raetsch/lectures/

benelearn08
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M.K. Warmuth, J. Liao, and G. Rätsch. Totally corrective boosting
algorithms that maximize the margin. In W. Cohen and A. Moore,
editors, Proc. ICML’06, pages 1001–1008. ACM Press, 2006.
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