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About the Title

Machine Learning for Predictive Sequence Analysis

® Sequence Analysis
® Prediction methods

® Machine Learning
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Sequence Analysis

A few examples:
® Annotate Sequences

» Motif finding
» Protein Subcellular Localization
» Gene finding e e ™ s

® Alignment

o EST to DNA
» Remote Homology

® Infer Structure

» RNA secondary structure
» Protein secondary structure
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Why machine learning?

BIOINFORMATICS
THE MACHINE LEARNING APPROACH
® A ot of data
® Data is noisy
® No clear biological theory

® Large number of features
® Complex relationships

Let the data do the talking!
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Tutorial Outline

® Basic concepts in Machine Learning

» Classification, regression & co.
» Generalization performance & model selection

® Support vector machines

» “Large Margins” & the “Optimization Problem”
» Learning nonlinearities

® [earning with Kernels
» Kernels for sequences
» Efficient data structures
® Applications in Computational Biology

» Prediction of splicing events
» Whole genome tiling arrays
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® Almost all donor splice sites exhibit GU
® Almost all acceptor splice site exhibit AG
® Not all GU's and AG’s are used as splice site



Classification of Sequences

Example: Recognition of splice sites

® Every 'AG’ is a possible acceptor splice site

® Computer has to learn what splice sites look like
® given some known genes/splice sites ...

® Prediction on unknown DNA

ATCCCGGATTGGATG
AGGGTCCCCTTGAGAGG
CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC

> 11,11
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From Sequences to Features

® Many algorithms depend on numerical representations.
# Each example is a vector of values (features).
® Use background knowledge to design good features.

intron

GAAGAACGTTTCAACCATTTTGAG

CATTACAGATATAATAATCTAATT

TTCACTAACACATCCGTCTGTGCC

ATCATCAATCTCCAAAACCAACAC
exon

X1 X2 X3 X4 X5 X5 X7 X8 ...

GC before
GC after
AGAGAAG
TTTAG

0.6 0.2 0.4 0.3 0.2 04 0.5 0.5 ...
0.7 0.7 0.3 0.6 0.3 0.4 0.7 0.6 ...

Label

+! +1 +1 -1 -1 +1 -1 —1 ...
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Numerical Representation

A
ATCCCGGATTGGATG AT +

AGGGTCCCCTTGAGAGG +
CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC ®

C——> 1,-1,-1,1
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Recognition of Splice Sites

® Given: Potentlal acceptor splice sites

intron

GAAGAACGTTTCAACCATTTTGAG
CATTACAGATATAATAATCTAATT
TTCACTAACACATCCGTCTGTGCC

ATCATCAATCTCCAAAACCAACAC

exon

® Goal: Rule that distinguishes true from false ones

GC Content before 'AG'

A
o
splice sites
- AG

e.g. exploit that exons have
higher GC content

or

that certain motifs are lo-
cated nearby

GC Content after 'AG'
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intron exon

® Goal: Rule that distinguishes true from false ones

A

For instance:
L) Linear classifiers

GC Content before 'AG'

GC Content after 'AG'



Empirical Inference (=Learning from Examples)

Example Label

- AACTTGGGTGTGCCGC @
Training ATATTATAGCCG 1
Data GCGCAAGGGGGCCTTC -1
]

TTGCCGAAAAGGCTAAA 60 Predictions
886 —
ATCCCGGATTGGATG
Testing AGGGTCCCCTTGAGAGG
Data CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC

The machine utilizes information from training data to pre-
dict the outputs associated with a particular test example.

® Use training data to “train” the machine.
® Use trained machine to perform prediction on test data.
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Words, words, words...

Example x; € X for example a nucleotide sequence.

Label y; € Y for example whether the sequence contains a
splice site at central position

Training Data Data consisting of examples and associated
labels, which are used for training the machine.

Testing Data Data consisting only of examples, used for
generating predictions.

Predictions Output of the trained machine.
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Machine Learning: Main Tasks

Supervised Learning
We have both examples and labels for each example.
The aim is to learn about the pattern between examples
and labels.

Unsupervised Learning
We do not have labels for the examples, and wish to
discover the underlying structure of the data.

Reinforcement Learning
How an autonomous agent that senses and acts in
Its environment can learn to choose optimal actions to
achieve its goals.
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Estimators

Basic Notion
We want to estimate the relationship between the exam-
ples x; and the associated label y;.

Formally
We want to choose an estimator
f:X—=Y.

Intuition

We would like a function f which correctly predicts the
label y for a given example x.

Question
How do we measure how well we are doing?
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Loss Function

Basic Notion
We characterize the quality of an estimator by a
loss function.

Formally
We define a loss function

0f(xi),y):YxY—R,.

Intuition
For a given label y; and a given prediction f(x;), we want
a positive value telling us how much error we have made.
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GC Content before 'AG'

GC Content after 'AG'

In the case of classification (Y = {—1,+1}), we can have
the loss:

s = {0 S0
. GunnarRétsch: Machine Learning for Predictive Sequence Analysis, Page 18



Labels

Examples

In the case of regression (Y = R), the loss function can be
the square loss

E(f<xz'>7 yz) — (f(Xz') - yz‘)Z-
- GunnarRétsch: Machine Learning for Predictive Sequence Analysis, Page 19



Expected vs. Empirical Risk

Expected Risk
Is the average loss of unseen examples. We would like
to have it as small as possible, but hard to compute

Empirical Risk
We can find the average on training data. We define the
empirical risk to be:

Rep(f, X,Y) = ZE (%), i)

Basic Notion
Instead of minimizing the expected risk, we minimize the
empirical risk. This is called empirical risk minimization.

Question
How do we know that our estimator will perform well on
unseen data?

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis, Page 20



GC Content before 'AG'

GC Content before 'AG'

GC Content before 'AG'

GC Content after 'AG'

GC Content after 'AG'

GC Content after 'AG'

Which function is preferable?




GC Content before 'AG'

GC Content before 'AG'
GC Content before 'AG'

\/

GC Content after 'AG' GC Content after 'AG' GC Content after 'AG'

Which function is preferable?

Occam'’s razor (William Occam, 14th century):

“Entities should not be multiplied beyond necessity”
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GC Content before 'AG'

A

What is the complexity of a
hyperplane classifier?

Vapnik [1995]:
Vapnik-Chervonenkis (VC) dimension

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis, Page 23



Larger Margin = Less Complex

Large Margin = Small VC dimension
Hyperplane classifiers with large margin have small VC
dimension [Vapnik, 1995].

VC dim. small VC dim. large

Maximum Margin = Minimum Complexity
Minimize complexity by maximizing margin (irrespective
of the dimension of the space).
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Why maximize the margin?

® |Intuitively, it feels the safest.

® For a small error in the separating hyperplane, we do not
suffer too many mistakes.

® Empirically, it works well.
® VC theory indicates that it is the right thing to do.
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GC Content before 'AG'

\ 4

GC Content after 'AG'
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How to Maximize the Margin?

Example Label

- AACTTGGGTGTGCCGC @
Training ATATTATAGCCG 1
Data GCGCAAGGGGGCCTTC -1
]

TTGCCGAAAAGGCTAAA Predictions
ATCCCGGATTGGATG
Testing AGGGTCCCCTTGAGAGG
Data CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC

Consider linear hyperplanes with parameters w, b:

A

d
f(x) =ijxj+b= (W, x) +b

J=1 b

\ >
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Margin maximization is equivalent to minimizing ||w/||.
. GunnarRétsch: Machine Learning for Predictive Sequence Analysis, Page 27



GC Content before 'AG'

Minimize
1 2
Sl +

Subject to

yi((w,x;)+b) > 1

> .
GC Content after 'AG! forall i = 1, e, N




Minimize
1 2
Sl +

Subject to

GC Content before 'AG'

yi((w,x;)+b) > 1

> .
GC Content after 'AG! forall i = 1, e, N

® The examples on the margin are called support vectors
[Vapnik, 1995]
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How to Maximize the Margin?

Minimize
0 1 -
3 §HWH2+OZ&
3 i=1
g Subject to
@)
®)]
© yi((w,x;) +b) > 1 ¢
_ & =0
GC Content after 'AG' foralli=1,...,n

® The examples on the margin are called support vectors
[Vapnik, 1995]

® Called the soft margin SVM [Cortes and Vapnik, 1995]
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Support Vector Machines

We have to solve an “Optimization Problem?”:
Find w, b and ¢’s such that they

N S -
minimize §HWH +CZ;§Z-
subject to y;((w,x;) +b) > 1= ¢& foralli=1,... n.
E>0foralli=1,...,n
Note: (x;, ;) and parameter C are given in advance

Optimization Problem:

® Conveniently formulate what should come out
» Here: Maximum Margin hyperplane
® Do not need to care about the technical details
» Quite heavy mathematical machinery for solution
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Key ingredients

® Which features x and which model f(x)?

» Often: More features are better.
® How to control complexity for this model?

» There are a few available standard choices.
® Which loss function should be minimized?

» Depends on the task at hand.
#® Do not optimize one loss, if you are interested in another one!

N
mvin Z€<fw<xz>a yz) + \PM
i=1 Y regularization term

empirical risk/loss

In applications the “What” and not the “How” is important!
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Labels

¥

Choices: Examples

P one feature, linear model
O Quadratic regularization (standard)

O Quadratic loss (frequent choice in regression)

N f(x) ’
= J regularization term

empirical risk/loss



Summary: Generalization

Example Label

i AACTTGGGTGTGCCGC @
Training ATATTATAGCCG
Data GCGCAAGGGGGCCTTC -

TTGCCGAAAAGGCTAAA Predictions
— .@
ATCCCGGATTGGATG
Testing AGGGTCCCCTTGAGAGG
Data CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC

Estimator f : X — Y, the function we want to learn.

Loss /(f(x;),v;), the error for a particular example.

Risk R(f), The expected loss for all data, including unseen.
Empirical Risk R.,,,,(f). The average loss we observe.
Theory: Small empirical risk & large margin = small risk

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis, Page 34



Important not just to memorize the training examples!
Use some of the labeled examples for validation :

GC before
GC after
AGAGAAG
TTTAG

Label

We assume that the future examples are similar to our la-
beled examples.



How to Measure Performance?

What to do in practice

We split the data into training and validation sets, and
use the error on the validation set to estimate the ex-

pected error.
A. k-fold cross validation

Split data into £ disjoint parts, and use each subset as

the validation set, while using the rest as the training set.
B. Random splits

Randomly split the data set into two parts, for example

80% of the data for training and 20% for validation.
Typical Mistakes

® Training & validation data are overlapping/identical

® Training somehow depends on validation data

® Validation data has different properties
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How to Measure Performance?

To estimate performance

To validate

Model Selection = Find best parameters

® SVM parameter C
® Additional parameters (e.g. of “kernel”)

Do not train on the test set!

® Use subset of data for training
® From subset, further split to select model
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Common Performance Measures
Classification

. _— | < .
® Misclassification error: = " Id(y; # sign(f(x;)))
n
1=1
® Receiver Operator Curve
» True positive rate against false positive rate
® Precision Recall Curve

» Positive predictive value against frue positive rate
Regression

® Mean Squared Error: =Y (y; — f(x;))*

1
o I Error: — . — ;
Mean Absolute Error - E v — f(x)]
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Summary: Empirical Inference

ATCCCGGATTGGATGTC
AGGGTCCCCTTGAGAGG
CCGGGTATATATATAGG
TTAGGTTCCCTCCGCGC

w

TGGGATCCCGGATTGTC

L ]
AGGGTCCTTAGCTCAGG * GOG
° YY) 1, -1, -1, 1
CCGGGATATAGGTTAAA

TTACCCTCCGCGCGCGC

Predicting

Duda et al. [2001], Schélkopf and Smola [2002], Shawe-Taylor and Cristianini [2004]
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Demonstration using Galaxy

Task: Distinguish sequences like
aacgagtACGTgcta
from

cgataggtatgtagc
Represent sequences as binary vectors:

SRS (I

Steps: (Do it yourself at http://galaxy.fml.tuebingen.mpg.de)

® Generate two labeled sets
(US€ Toy Data— MotifGen (ARFF))

oo
oo—O

® Train SVM on first and evaluate on second dataset
(USG SVM Toolbox—Train and Test SVM, WD kernel, degree=1, shift=0)

® Evaluate predictions on second dataset
(Use SVM Toolboervaluate)
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Tutorial Outline

® Basic concepts in Machine Learning

» Classification, regression & co.
» Generalization performance & model selection

® Support vector machines

» “Large Margins” & the “Optimization Problem”
» Learning nonlinearities

® | earning with Kernels
» Kernels for sequences
» Efficient data structures
® Applications in Computational Biology

» Prediction of splicing events
» Whole genome tiling arrays
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Linear Classifiers
with large margin

GC Content before 'AG'

GC Content after 'AG'



Recognition of Splice Sites

® Given: Potentlal acceptor splice sites
AT GAAGAACGTTTCAACCATTTTGAG
CATTACAGATATAATAATCTAATT
TTCACTAACACATCCGTCTGTGCC
TTCA ATCATCAATCTCCAAAACCAACAC
intron exon
® Goal: Rule that distinguishes true from false ones
A

% More realistic problem!?
§ ® Not linearly separable!
g ® Need nonlinear separation!?
é ® Need more features!?

m

GC Content after 'AG'
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Recognition of Splice Sites

GAAGAACGTTTCAACCATTTTGAG

® Given: Potentlal acceptor splice sites

CATTACAGATATAATAATCTAATT
TTCACTAACACATCCGTCTGTGCC
ATCATCAATCTCCAAAACCAACAC
exon

® Goal: Rule that distinguishes true from false ones

GC Content before 'AG'

A

More realistic problem!?
® Not linearly separable!
® Need nonlinear separation!?

® Need more features!?

GC Content after 'AG'
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How to Maximize the Margin?

Minimize
bl oS e
) —||W ;
5 2 L o>
5 1=1
g Subiject to
3
3 yi((W,x;) +b0) > 1 —¢;
& =0
GC Content after 'AG' g fOf a” Z — 17 ey N

® The examples on the margin are called support vectors
[Vapnik, 1995]

® Called the soft margin SVM [Cortes and Vapnik, 1995]
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An Important Detalil

We have to solve an “Optimization Problem?”:

A PR
minimize §HWH +C;§Z~
subject to y;((w,x;) +b) > 1—¢ foralli=1,... n.
&>0forali=1,....n

Theorem: The optimal w can be written as a linear combi-
nation of the examples (for appropriate a’s):

W = § QX
1=1

Corollary: Hyperplane only depends on the scalar prod-
ucts of the examples D
<X, )A(> = Z:Ediffd

d=1
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Nonlinear Separations

Linear separation might be not sufficient!
= Map into a higher dimensional feature space

Example: all second order monomials

(331,3}'2) = <217ZQ7Z3) = <$%,\/§3§1$2,$%)

\

d:R? —» R’
X AxZ
X X X
o X
o x
X x/// RN B
[ O > O \\ ! ;
T | o
O {
X \\ o / \
X S O // X A
x\\-// X
X
X X X X

A Z;
X X
X
X X %
e »
o X
o\ X
@f
OO0 Z
\ X 1
O 05 %
- -—
\/ )
e N
SR
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Kernel “Trick™
Example: x € R? and (I)( ) (l‘l, \/? T1T9, .CE'%) [Boser et al., 1992]
(), 0(%)) = ((}, V2 2i20,23), (%, V2 i1, 3) )
= ((21,m9), (41, 32))°

— <X7 )A(>2
=: k(x,X)

® Scalar product in feature space (here R?%) can be com-
puted in input space (here R?)!

® Also works for higher orders and dimensions
= relatively low dimensional input spaces
=- very high dimensional feature spaces
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Putting things together...

® Use d(x) instead of x
® Use linear classifier on the ¢(x)’s

n

® From Theorem: w = » o d(x;).
1=1

® Nonlinear separation:

f(x) = <ZV7®(X>> +0
_ S:ozy;g@(Xz)aq)(X»er

-~

k(Xi>X)

® Trick: k(x,x) = (P(x), P(x)), i.e. do not use P, but k!

See e.g. Vapnik [1995], Muller et al. [2001], Schélkopf and Smola [2002] for details.
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Kernel ~ Similarity Measure

Distance:

|0(x) — 2(x)]”

= [[2(x)[I* = 2(0(x), 2(%)) + [| (%)

Scalar product: (®(x), P(x))
® If||o(x)]]* = [|®(x)||* =1, then

scalar product = 2—distance
® Angle between vectors, i.e.

(P(x), P(x))
120G [P (x)

Technical detail: kernel functions have to satisfy certain
conditions (Mercer conditions).

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 50
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How to construct a kernel

At least two ways to get to a kernel:
® Construct & and think about efficient ways to compute

AN

scalar product (®(x), d(x))

® Construct similarity measure (show Mercer condition)
and think about what it means

What can you do if kernel is not positive definite?

® Optimization problem is not convex!

® Add constant to diagonal (cheap)

® Exponentiate kernel matrix (all eigenvalues become pos-
itive)

® SVM-pairwise use similarity as features

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 51



Common Kernels

Frequently used kernels:
see e.g. [Vapnik, 1995, Muller et al., 2001, Schélkopf and Smola, 2002]

Polynomial k(x,x) = ((x,x) + ¢)
Sigmoid k(x,x) = tanh(x(x,x)) + 0)
RBF k(x,x) = exp (—||x—§< 2/(202))
Convex combinations k(x,x) = fiki(x,x) + Goko(x, X)
Normalization k(x,x) = K, %)

VK (x, x)K (%, X)

Notes:

® Kernels may be combined in case of heterogeneous data
® These kernels are good for real-valued examples

® Sequences need special care (comes soon!)
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Linear kernel RBF kernel
k(x,x) = (x, %) k(x,x) = exp(—||x — x||*/20)




Kernel Summary

® Nonlinear separation < linear separation of nonlinearly
mapped examples

® Mapping ¢ defines a kernel by
k(x,x) = (D(x), D(x))
® (Mercer) Kernel defines a mapping ¢ (nontrivial)

® Choice of kernel has to match the data at hand
® RBF kernel often works pretty well

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 54



Tutorial Outline

® Basic concepts in Machine Learning

» Classification, regression & co.
» Generalization performance & model selection

® Support vector machines

» “Large Margins” & the “Optimization Problem”
» Learning nonlinearities

® [earning with Kernels
» Kernels for sequences
» Efficient data structures
® Applications in Computational Biology

» Prediction of splicing events
» Whole genome tiling arrays
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Recognition of Splice Sites

GAAGAACGTTTCAACCATTTTGAG

® Given: Potentlal acceptor splice sites

CATTACAGATATAATAATCTAATT
TTCACTAACACATCCGTCTGTGCC
ATCATCAATCTCCAAAACCAACAC
exon

® Goal: Rule that distinguishes true from false ones

GC Content before 'AG'

A

More realistic problem!?
® Not linearly separable!
® Need nonlinear separation!?

® Need more features!?

GC Content after 'AG'
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More Features?

Some ideas:

® statistics for all four letters (or even dimer/codon usage),
® appearance of certain motifs,

® information content,

® secondary structure, ...

Approaches:
® Manually generate a few strong features

» Requires background knowledge
» Nonlinear decisions often beneficial

® Include many potentially useful weak features
» Requires more training examples
Best in practice: Combination of both
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Spectrum Kernel

General idea [Leslie et al., 2002]

® For each ¢-mer s € ', the coordinate indexed by s will
be the number of times s occurs in sequence x.

® Then the /-spectrum feature map is

PRI (x) = (¢hy(%)) ex

® Here ¢,(x) is the # occurrences of s in x.

® The spectrum kernel is now the inner product in the
feature space defined by this map:

kSpectrum<X7 X/) _ <q)§pectrum (X), q)?pectrum (X/)>

# Dimensionality: exponential in ¢: |3|*

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 58



Principle
® Spectrum kernel: Count exactly common /-mers

Common 1-mers

. L,V,F,C
Protein A: ILVFMC

Common 2-mers
LV

Protein B: WLVFQC VF

Commonhn 3-mers
LVF




Substring Kernels

General idea

® Count common substrings in two strings

® Sequences are deemed the more similar, the more
common substrings they contain

Variations
® Allow for gaps
® Include wildcards

® Allow for mismatches
® [nclude substitutions

® Motif Kernels
® Assign weights to substrings

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 60



Motif kernels

General idea

® Conserved motif in sequences indicate structural and
functional characteristics

® Model sequence as feature vector representing motifs
® ;-th vector component is 1 < x contains ¢-th motif

Motif databases

® Protein: Pfam, PROSITE, ...
® DNA: Transfac, Jaspar, ...
®» RNA: Rfam, Structures, Regulatory sequences, ...

Generated by

® manual construction/prior knowledge
® multiple sequence alignment (do not use test set!)

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Kernels, Page 61
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® Linear Kernel on GC-content features
® Spectrum kernel k;>*""™ (x, x')

ROC for GC features and Spectrum kernel
1 : . .

GC Features and Spectrum kernels

1
0.8t
o GC Features & O 022
© linear kernel e
o 06] Spectrum kernel =
P st L)
o (17" order) T 09¢
Q =]
o Spectrum kernel
g £ (3" order) S
= <
0.85
0.2t
0 ' : : : 0.8 : : :
0 0.2 0.4 0.6 0.8 1 2 4 6 8
false positive rate substring length



Position Dependence

# Given: Potential acceptor splice sites

, GAAGAACGTTTCAACCATTTTGAG

AAGA‘I"I‘.’A@M:'I A \ CATTACAGATATAATAATCTAATT

CACTCCCCAAA’ . TTCACTAACACATCCGTCTGTGCC

TTAATTTCA( ! ATCATCAATCTCCAAAACCAACAC
intron exon

® Goal: Rule that distinguishes true from false ones

® Position of Motif is important (T’ rich just before 'AG’)
® Spectrum Kernel is blind w.r.t. positions
® New kernels for sequences with constant length

» Substring kernel per position (sum over positions)
» Can detect motifs at specific positions

o weak if positions vary
& Extension: allow “shifting”
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Weighted Degree Kernel

Weighted degree kernel compares two sequences by
identifying the largest matching blocks which contribute
depending on their length [Ratsch and Sonnenburg, 2004].

k(s1,S2) = W7 +W1 + W2+ W2 + W3
S1—=>»—AGTC GGACATCAGTAGACAGA A—>
I
S2—>»—TTAT CAAAGACATCAGTAGAC T—>
Equivalent to a mixture of spectrum kernels (up to order

¢) at every position for appropriately chosen weights w
(depending on /).

Weighted degree kernel w/ shifts allows matching sub-

sequences to be offset from each other [Ratsch et al., 2005].
k(51 S;) = Wes Wes + W;,

CTACGTATTA TCGGATTG—)
P
So—>»—TT AAAGG CCTGAAGACGGE—>
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Substring Kernel Comparison

Spectrum and WD kernels
1 . .

//:f/————:;——_ﬂ—
005! | ® Linear Kernel on GC-
Q content features
g ool | @ Spectrum kernel
: ® Weighted Degree Kernel
<
0:85) ® Weighted Degree Kernel
______________ with shifts
0.8 :
2 4 6 8

substring length

Remark: Higher order substring kernels typically exploit
that correlations appear locally and not between arbitrary

parts of the sequence (other than e.g. the polynomial
kernel).
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RQSU"S With WD Kernel (human splice sites)

0.7

T 10 T
—©— SVM acceptor —©— SVM acceptor
—©— SVM donor s —8— SVM donor
0.6} = B = MC acceptor 1 10" f| = B = MC acceptor
= H = MC donor = H = MC donor

Area under the precision recall curve
CPU time in seconds required for training

Number of training examples Number of training examples

Conclusions:
® Results improve when using more data
® Training time becomes an issue
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POIMs for Splicing

-

=l

substring length

&

-80 -B0 -40 20 0 20 40 &0 -60 -0 =20 o 20 40 60 20

position relative to donor splice site position relative to acceptor splice site

Color-coded importance scores of substrings near splice
sites. Long substrings are important upstream of the donor
and downstream of the acceptor site [Ratsch et al., 2007]
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Fast string kernels?

Direct approach is slow

® Number of /-mers grows exponentially with ¢
® Hence runtime of trivial implementations degenerates

Solution

® Use index structures to speed up computation
» Single kernel computation k(x, x') = (d(x), P(x'))
» Linear combination of kernel elements

f(x) = Z%k@%x) = <Z a; P(x;), CI>(X)>

® |dea: Exploitthat ®(x) and also )", a;P(x;) is sparse:
» Explicit maps » (Suffix) trees/tries/arrays
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Example: Trees & Tries

A G
051—1—062/( &3\)
AG A
0414( + 3 0
%)

A A A
., b
1 Q9 3

Useful for: [Sonnenburg et al., 2006a]
® Spectrum kernel (tree)

® Mixed order spectrum k. (trie)
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Tree (trie) data struc-
ture stores sparse
weightings on  se-
quences (and their
subsequences).

lllustration: Three
sequences AAA, AGA,
GAA were added to a
trie (a’'s are the weights
of the sequences).

® Weighted degree kernel

(L tries)




Fisher Kernel

General idea [Jaakkola et al., 2000, Tsuda et al., 2002a]
® Combine probabilistic models and SVMs
Sequence representation

® Arbitrary length sequences s
® Probabilistic model p(s|@) (e.g. HMM, PSSMs)
® Maximum likelihood estimate 8* ¢ R?

® Transformation into Fisher score features ®(s) ¢ R?

s B(s) = apéff)

» Describes contribution of every parameter to p(s|0)
® k(s, s') = (P(s), ®(s"))
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Example: Fisher Kernel on PSSMs

® Fixed length sequences s ¢ &%
® PSSMs: p(s|0) = Hi\il 0; s,
dp(s|6)

® Fisher scores features: (¥(s))i, = =7

= Id(SZ = O')
® Kernel: k(s,s") = (®(s), D(s')) = Zld<3i = 5;)

® |dentical to WD kernel with order 1

Note: Marginalized-count kernels [Tsuda et al., 2002b] can
be understood as a generalization of Fisher kernels.
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Pairwise comparison kernels

General idea [Liao and Noble, 2002]

® Employ empirical kernel map on  Smith-
Waterman/Blast scores

Advantage

® Utilizes decades of practical experience with Blast
Disadvantage

® High computational cost (O(N?))
Alleviation

® Employ Blast instead of Smith-Waterman
® Use a smaller subset for empirical map
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Local Alighment Kernel

In order to compute the score of an alignment, one needs

® substitution matrix S € R¥*> ® gappenalty g: N — R
An alignment = is then scored as follows:

CGGSLIAMM----WFGV

I AR
C---LIVMMNRLMWFGV

Ssq(m)=S(C,C)+S(L,L)+ S(I,I)+ S(A,V)+25(M, M)
+S(W, W)+ S(F,F)+ S(G,G)+ S(V,V) —¢g(3) — g(4)
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Local Alighment Kernel

In order to compute the score of an alignment, one needs
® substitution matrix S € R¥*> ® gappenalty g: N — R
An alignment 7 is then scored as follows:

CGGSLIAMM----WFGV

I AR
C---LIVMMNRLMWFGV

ssq(m)=8(C,C)+S(L,L)+S(I,I)+ S(A,V)+25(M, M)
+S(W, W)+ S(E,F)+ S(G,G)+ S(V,V) —g(3) — g(4)
Smith-Waterman score (not positive definite)
SWS,g(X7 Y> = MaXrell(x,y) SS,g(ﬂ-)
Local Alignment Kernel [Vert et al., 2004]

K%, y) = 3 renpy) ©XP(885,())
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Kernel Summary

® Kernel extend SVMs to nonlinear decision boundaries,
while keeping the simplicity of linear classification

® Good kernel design is important for every single data
analysis task

® Stiring kernels perform computations in very high dimen-
sional feature space

® Kernels on strings can be:

» Substring kernels (e.g. Spectrum & WD kernel)
» Based on probabilistic methods (e.g. Fisher Kernel)
» Derived from similarity measures (e.g. Alignment ker-
nels)
® Not mentioned: Kernels on graphs, images, structures

® Application goes far beyond computational biology
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Tutorial Outline

® Basic concepts in Machine Learning

» Classification, regression & co.
» Generalization performance & model selection

® Support vector machines

» “Large Margins” & the “Optimization Problem”
» Learning nonlinearities

® [earning with Kernels
» Kernels for sequences
» Efficient data structures
® Applications in Computational Biology

» Prediction of splicing events
» Whole genome tiling arrays
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Applications

® Remote homology detection [Vert et al., 2004]
® Gene finding

» Transcriptions start [Sonnenburg et al., 2006Db]
» Splice form predictions [Ratsch et al., 2005, 2007]

® Resequencing array analysis [Clark et al., 2007]
® Protein characterization

» Protein-protein interaction [Ben-Hur and Noble, 2005]
» Subcellular localization [Hoglund et al., 2006]
» Inference of networks of proteins [Kato et al., 2003]

® Inverse alignment algorithms [Ratsch et al.,, 2006,
Joachims et al., 2005]

® Secondary structure prediction [Do et al., 2006]
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Transcription Start Sites - Properties

TFBS CpG
/ / \\ > - Promoter

/

/4 1 nirons an
\ o O/ O// > > VIS Cloéing Exogs
C { TSS

#® POL Il binds to a rather vague region of ~ [—20, +20] bp

® Upstream of TSS: promoter containing transcription fac-
tor binding sites

® Downstream of TSS: 5 UTR, and further downstream
coding regions and introns (different statistics)

#® 3D structure of the promoter must allow the transcription
factors to bind
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SVMs with 5 sub-kernels

1.

TSS signal (incl. parts of core promoter with TATA box)
— use Weighted Degree Shift kernel

. CpG Islands, distant enhancers, TFBS upstream of TSS

— use Spectrum kernel (large window upstream of TSS)

. model coding sequence TFBS downstream of TSS

— use another Spectrum kernel (small window down-
stream of TSS)

. stacking energy of DNA

— use btwist energy of dinucleotides with Linear kernel

. twistedness of DNA

— use btwist angle of dinucleotides with Linear kernel
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Training — Data Generation

True TSS:

® from dbTSSv4 (based on hg16) extract putative TSS
windows of size [—1000, 4+1000]

Decoy TSS:

® annotate dbTSSv4 with transcription-stop (via BLAT
alignment of mRNAS)

® from the interior of the gene (+100bp to gene end) sample
negatives for training (10 per positive), again windows
[—1000, +1000]

Processing:
® 8508 positive, 85042 negative examples
® split into disjoint training and validation set (50% : 50%)
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Training & Model Selection

16 kernel parameters + SVM regularization to be tuned!
® full grid search infeasible

® |ocal axis-parallel searches instead

SVM training/evaluation on > 10,000 examples compu-
tationally too demanding

Speeduptﬁck'

ZozZ X;, X +b—ZozZ X)+b=w-P(x)+b

'
W

before: O(NLS)
now: = O(/L) = speedup factor upto N, - .S

=- Large scale training and evaluation possible

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Applications, Page 81



Experimental Comparison

Current state-of-the-art methods:

® FirstEF [Davuluri et al., 2001]
DA: uses distance from CpG islands to first donor site

® McPromotor [Ohler et al., 2002]
3-state HMM: upstream, TATA, downstream

® Eponine [Down and Hubbard, 2002]
RVM: upstream CpG islands, window upstream of TATA,
for TATA, downstream

= Do a genome wide evaluation!
= How to do a fair comparison?
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Results

Receiver Operator Characteristic Curve and Precision Recall Curve

ROC dbtssv5 — dbtssv4 (chunksize 50) PRC dbtssv5 — dbtssv4 (chunksize 50)

Q
o
[45]
= :
"% QAf:
8 i
o
o |-
=) N 3 RNy
. 1| ——ARTS
............ FirstEF (*) |: FirstEF (*)
Dororiin Eponine Eponine R
Dolopronn . - MCPromoter |- MCPromoter|: @ © @ : N FEEE |
oo : 0.01 SN — 1
0.0001 0.001 0.01 0.1 1 0.01 0.1 1
false positive rate true positive rate

= 35% true positives at a false positive rate of 1/1000
(best other method find about a half (18%))

See Sonnenburg et al. [2006b] for more details.
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Which kernel is most important?

using or removing single kernels
96 ‘ ‘

il in ot e I R R SO T S - R =

90

88

86

area under ROC Curve (in %)
|

84|

82

80

TSS Promotor 1st Exon Angles
WD shift Spectrum Spectrum Linear

= Weighted Degree Shift kernel modeling TSS signal
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25 nt
probe

~35 nt
spacing
—

microarray




hybridizing mRNA transcript

hybridization intensity




hybridizing mRNA transcript
<P I —

hybridization intensity

® whole-genome quantitative measurements

® cost-effective
= replicates affordable, many tissues / conditions

$ unbiased
=- does not rely on annotations or known cDNAs




o oObserved intensity
o annotated exonic
¢ annotated intronic

-
o
[

Log-intensity
[

itranscriptA A S
I S R S




Intensities are noisy

: @@@ﬁ M S « oObserved intensity
10F : o ;

> : o | Pe o annotated exonic
2 | N AN ¢ annotated intronic
() : : ‘ ‘ ‘ o . . o
= S — “ideal noise-free intensity
> 5
o
-

transcript - S

S S N S —
0

Systematic bias induced by probe sequence effects
= model effect for normalization
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Intensity depends on probe sed.

167 n + raw intensity
X 14} =
g 12+ M
2 I . Results for the
3 H i hybridization of
s 8 (TR NEL s
5 MR polyadenylated RNA
2 T R samples from Ara-
s 4 bidopsis thaliana.
g, H H

0 CID | | DEI ______

0 5 10 15 20 25

Probe GC count

Previously proposed: Sequence Quantile Normalization
[Royce et al., 2007]
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Transcript normalization

® Assume constant transcript intensities v,
® [earn deviation from transcript intensity 6, .= y;, — 7,

® Take probe sequence x; as input for regression.
Model probe seq. effect dependingon y;:  f(x;, v:) ~ §;

observed intensity
annotated exonic

annotated intronic
— transcript intensity

fold difference & between
observed and transcript
intensity

=
T
S O e

Log-intensity
I

transcript : S ;
<
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Transcript normalization

® Assume constant transcript intensities 7,
® | earn deviation from transcript intensity 6, .= y; — 7,

® Take probe sequence x; as input for regression.
Model probe seq. effect dependingon y;:  f(x;, v:) ~ §;

fq (X) Discretize y into

@ = 20 quantiles

and estimate @)
independent functions

fi(@), ... fo(x)

—
o
I

fq (x)

f1(x)

Log-intensity
I

Linear regression
fo(x) = qu:Iz

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Applications, Page 92



Exon-background separation

> M L ee i

(- . . . . .

()] . . . . . \

c ? o L/ E

o 5~ - e :

(@) : : : : : :

— ' D
§transcript o o '

0

Global thresholding of probe intensities
= bi-partition into active (exonic) and inactive (in-
tronic/intergenic) probes.
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RN
o
[

Log-intensity
[

transcri pt |

Global thresholding of probe intensities
= bi-partition into active (exonic) and inactive (in-
tronic/intergenic) probes.

Gunnar Ratsch: Machine Learning for Predictive Sequence Analysis: Applications, Page 94



1 .

0.9

0.8

0.7 |

06 |

05 |

Specificity

04 |

raw intensities: area under the curve = 0.71

!

03 |

Log-intensity
o
T
L
&
«—|—>

transcript normalization: area under the curve = 0.77

Etranscript- ; Lo 0.2 |
e

sequence quantile n.: area under the curve = 0.59
01 |

0

0 01 02 03 04 05 06 07 08 09 1
Sensitivity

Results for the hybridization of polyadenylated RNA sam-
ples from Arabidopsis thaliana.



Last Topic: Generalizing kernels

:> Joint Feature Maps
(®(x,y),®(x',y))

Multiple Kernels

Buki (x,x") + Boka (x,x) +. ..+ B pkp(x,X)

® Finding the optimal combination of kernels
® | earning structured output spaces
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Multiple Kernel Learning (MKL)

Possible solution We can add the two kernels, that is
k(x, %) = Fsequence(X, %) + Kgtructure(X, X).
Better solution We can mix the two kernels,
k(x,x") == (1 — )ksequence (%, X') + thstructure (%, X'),
where ¢ should be estimated from the training data.
In general: use the data to find best convex combination.

K
k(x,x') = Zﬁpkp(x, x').
Applications p=l
® Heterogeneous data [Lanckriet et al., 2004]
® Improving interpretability [Ratsch et al., 2006]
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Structured Output Spaces

Learning Task
For a set of labeled data, we predict the label.

Difference from multiclass
The set of possible labels Y may be very large or hierar-
chical.

Joint kernel on X and Y
We define a joint feature map on X x Y, denoted by
d(x,y). Then the corresponding kernel function is

E((x,9), (X, 9) = ((x,y), 2(X, ).

For multiclass
For normal multiclass classification, the joint feature map
decomposes and the kernels on Y is the identity, that is

k((x,y), (x,9) = [ly = yk(x,x).
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Label Sequence Learning

® Given: observation sequence
® Problem: predict corresponding state sequence

® Often: several subsequent positions have the same state
=- state sequence defines a “segmentation”

® Example 1: Protein Secondary Structure Prediction

Residue Sequence: NWVLSTAADMQGVVTDGMASFLDKD

Secondary Structure: ~ LLEEEELLLLEHHHHHHEHELHHHL
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Label Sequence Learning

® Given: observation sequence
® Problem: predict corresponding state sequence

® Often: several subsequent positions have the same state
=- state sequence defines a “segmentation”

® Example 2: Gene Finding

DNA genic Intergenic

pre - mRNA

Exon Intron Exon Intron Exon
major RNA 5 ytr N /" \ 3' UTR
protein
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Generative Models

® Hidden Markov Models [Rabiner, 1989]

» State sequence treated as Markov chain
» No direct dependencies between observations
o Example: first-order HMM (simplified)

p(x,y) = Hp(xilyi)p(yi\y@_l)

Yi Y e Y,
X: X s X,

» Efficient dynamic programming (DP) algorithms
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Decoding via Dynamic Programming

log p(x,y) = Y _(log p(xi|y:) + log p(yilyi1))
= Zg(yz‘—hyi,l‘z‘)
With g(yi—1, yi, zi) = log p(xily;) + log p(yilyi-1).

Problem: Given sequence x, find sequence y such that
log p(x,y) is maximized, i.e. y* = argmaxyyn log p(X,y)

Dynamic Programming Approach:
. max(V(z o 17 y,) + g(yla Y, mz)) 1> 1
Vi, y) = {

y'eY
0 otherwise
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Max-Margin Structured Output Learning '«

® learn function f(y|x) scoring segmentations y for x
® Maximize f(y|x) w.r.t. y for prediction:

argmax f(y|x)
yey*

® Given N sequence pairs (x1,y1),-- ., (Xy,yn) for training

® Determine f such that there is a large margin between
true and wrong segmentations
N

min €& +Plf]
n=1

W.r.t. f<Yn|Xn> o f<Y‘Xn> > 1 — fn
forally, #yeY ' ,n=1,...,N

® Exponentially many constraints!
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Segmentation task

Goal: characterize each probe as either intergenic, exonic

or intronic

S
x

Log-intensity
I

transcript
S E— ——

« Observed intensity

o annotated exonic

¢ annotated intronic

o annotated intergenic

0

Extension of a previously proposed segmentation method [Huber et al., 2006]

® model non-Gaussian noise

® account for spliced transcripts

® [earn to predict an appropriate number of segments
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Segmentation task

Goal: characterize each probe as either intergenic, exonic
or intronic

« oObserved intensity
annotated exonic
annotated intronic
annotated intergenic

N
o
I

o <& O

Log-intensity
I

0

Extension of a previously proposed segmentation method [Huber et al., 2006]

® model non-Gaussian noise
® account for spliced transcripts

® |earn to predict an appropriate number of segments
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Segmentation

Q = 20 discrete
expression levels

Expression

quantile 1 Learn to associate
a state with each

Expression | probe given its hy-

guantile 2 T . .
bridization signal
and local context

Expression

quantile Q Use regions around
annotated genes
(TAIR7) for training.
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Discriminative training

f R — X~
given a sequence of hybridization measurements x € R*
predicts a state sequence (path) o € ¥*

Discriminant function Fp : R* x >* — R such that for
decoding: f(x) = argmax Fy(x, o).

oeS*
Training: -
For each training example (x\?, &), enforce a large mar-
gin of separation

Fy(x", o) — Fy(x", ) > p

between correct path o) and any wrong path & +# o".
[Altun et al., 2003, Ratsch et al., 2007, Zeller et al., 2008]
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Result: segmentation accuracy

Segmentation accuracy on probe level

Global thresholding HM-SVM
Raw intensities 70.4% 77.1%
Sequence quantile normalized 65.5% 70.9%
Transcript normalized 73.9% 82.5%

® HM-SVMs segment hybridization data more accurately
than naive thresholding approach.

® Segmentation accuracy is further improved by transcript
normalization.
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Last slide!

“Machine Learning for Predictive Sequence Analysis”

® Machine Learning and Kernels
» General purpose kernels
» Substring kernels & data structures
» Kernels from probabilistic methods
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Last slide!

“Machine Learning for Predictive Sequence Analysis”
® Machine Learning and Kernels
» General purpose kernels
» Substring kernels & data structures
» Kernels from probabilistic methods

® Prediction methods
» Classification & Regression
# Generalization & Model selection
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Last slide!

“Machine Learning for Predictive Sequence Analysis”
® Machine Learning and Kernels
» General purpose kernels
» Substring kernels & data structures
» Kernels from probabilistic methods

® Prediction methods
» Classification & Regression
# Generalization & Model selection

® Sequence Analysis
» Automated genome annotation
» Protein characterization
» New alignment algorithms
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Last slide!

“Machine Learning for Predictive Se c®Analysis”

® Machine Learning and K
» General purpose ker
» Substring kernels
» Kernels fromgrapabilist

® Prediction m

structures
methods

» Classifica egression
o Gener & Model selection
»S halysis

toMeated genome annotation
» Pr#ein characterization
» New alignment algorithms
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Last slide!

“Machine Learning for Predictive Se
® Machine Learning and K

» General purpose kern

» Substring kernelg 8 @

» Kernels from

® Prediction m
» Classificad

ogcéAnalysis”

ructures
IC methods

egression

ated genome annotation
In characterization
» New alignment algorithms
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