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Tübingen, Germany

Erice Course, September 13, 2010



Introduction

Discovery of the Nuclein fml

Discovery of Nuclein:
I from lymphocyte & salmon

I “multi-basic acid” (≥ 4)

Tübingen, around 1869

“If one . . . wants to assume that a single substance . . . is the specific
cause of fertilization, then one should undoubtedly first and foremost
consider nuclein” (Miescher, 1874)
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Introduction

Transcription & RNA Processing in Eucaryotes fml
I Newly synthesized

pre-mRNA is
capped.
[CBP20 & CBP80:

cap-binding proteins]

I Introns are spliced
from pre-mRNA.
[U1, U2, U4-6:
spliceosome

SF1, U2AF, SR proteins:

splicing factors]

I A polyA-tail is
added to the 3’
terminus of
pre-mRNA.

[Bergkessel et al., 2009]

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 2 / 101



Introduction

Transcription & RNA Processing in Eucaryotes fml
I Newly synthesized

pre-mRNA is
capped.
[CBP20 & CBP80:

cap-binding proteins]

I Introns are spliced
from pre-mRNA.
[U1, U2, U4-6:
spliceosome

SF1, U2AF, SR proteins:

splicing factors]

I A polyA-tail is
added to the 3’
terminus of
pre-mRNA.

[Bergkessel et al., 2009]
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Introduction

Overview fml

Today:

I History of Genomics and Sequencing

I Challenges in (Functional) Genomics

I Sequence Analysis with SVMs

I Sequence Segmentation with HM-SVMs

I Applications

Tomorrow:

I Algorithms for Deep Sequencing (requires methods from today)
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Introduction The Rise of the Sequencers

Genomes Today fml
I Sequencing (in small pieces) became very cheap

I not very far from the $1000 human genome
I <$1000 (small) genomes, e.g., worm, fly
I High data storage & computing demands

I Many of genomes are sequenced per year
I 1000 human genomes, 1001 Arabidopsis genomes
I Hundreds of new species’ genomes

I Challenges
I Assembly & variant discovery
I Association with phenotypes
I Genome (re-)annotation (e.g., identification of genes)
I Functional annotation of genes or genomic regions
I Integration of heterogeneous data
I Visualization beyond the single genome
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Introduction Genome Assembly

Read Assembly fml
Problem
Given a set of genomic reads, find maximally overlapping parts in
order to reconstruct the original sequences

Classical assembly ⇒ Too inefficient for NGS reads
1. Overlap phase: Every read is compared with every other read and the overlap

graph is computed

2. Layout phase: Pairs are determined that position every read in the assembly

3. Consensus phase: Multi-alignment of all the placed reads is produced to
obtain the final sequence

New techniques based on de Bruijn Graphs

I Genome assembly: EULER [Pevzner et al., 2001], Velvet
[Zerbino and Birney, 2008], Allpaths [Maccallum et al., 2009], SHARCGS
[Dohm et al., 2007], SSAKE/VCAKE [Warren et al., 2007], . . .

I Transcriptome assembly: Oases, Ananas
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Introduction Genome Assembly

Results for Genome Assembly fml

vet uses slightly more memory, it is significantly faster and pro-
duces larger contigs, without mis-assembly. Furthermore, it cov-
ers a large area of the genome with high precision.

We also tried using SHARCGS (Dohm et al. 2007) and
EULER (Pevzner et al. 2001) but were not able to make these
programs work with our data sets. This is probably due to differ-
ences in the expected input, particularly in terms of coverage
depth and read length.

Discussion
We have developed Velvet, a novel set of de Bruijn graph-based
sequence assembly methods for very short reads that can both
remove errors and, in the presence of read pair information, re-
solve a large number of repeats. With unpaired reads, the assem-
bly is broken when there is a repeat longer than the k-mer length.
With the addition of short reads in read pair format, many of
these repeats can be resolved, leading to assemblies similar to
draft status in bacteria and reasonably long (∼5 kb) SCSCs in
eukaryotic genomes.

For the latter genomes, the short read
contigs will probably have to be combined
with long reads or other sequencing strate-
gies such as BAC or fosmid pooling. Simu-
lations of Breadcrumb produced virtually
identical N50 lengths on both a continuous
5-Mb region and a discontinuous 5-Mb re-
gion made up of random 150-kb BACs, with

twofold variation in BAC concentration
(data not shown). This approach would
then require merging local assemblies.

Sequence connected supercontigs
have considerably more information
than gapped supercontigs, in that the se-
quence content separating the definitive
contigs is an unresolved graph. One can
easily imagine methods that can exclude
the presence of a novel sequence in the
SCSC completely by considering the
potential paths in the unresolved se-
quence regions, in contrast to tradi-
tional supercontigs, where one can
never make such a claim. In addition,
the unresolved regions will often be dis-
persed repeats, and as such the classifi-
cation of such regions as repeats is more
important than their sequence content
for many applications.

It is important to emphasize that
assembly is not a solved problem, in par-
ticular with very short reads, and there
will continue to be considerable algo-
rithmic improvements. Velvet can al-
ready convert high-coverage very short
reads into reasonably sized contigs with
no additional information. With addi-
tional paired read information to resolve
small repeats, almost complete genomes
can be assembled. We believe the Velvet
framework will provide a rich set of dif-
ferent algorithmic options tailored to
different tasks and thus provide a plat-

form for cheap de novo sequence assemblies, eventually for all
genomes.

Methods
Velvet parameters
Velvet was implemented in C and tested on a 64-bit Linux ma-
chine.

The results of Velvet are very sensitive to the parameter k as
mentioned previously. The optimum depends on the genome,
the coverage, the quality, and the length of the reads. One ap-
proach consists in testing several alternatives in parallel and pick-
ing the best.

Another method consists in estimating the expected num-
ber X of times a unique k-mer in a genome of length G is observed
in a set of n reads of length l. We can link this number to the
traditional value of coverage, noted C, with the relations:

E!X" =
n!l − k + 1"

G − k + 1
≈

n
G !l − k + 1" = C

l − k + 1
l

Figure 6. Breadcrumb performance on simulated data sets. As in Figure 3, we sampled 5-Mb DNA
sequences from four different species (E. coli, S. cerevisiae, C. elegans, and H. sapiens, respectively) and
generated 50! read sets. The horizontal lines represent the N50 reached at the end of Tour Bus (see
Fig. 3) (broken black line) and after applying a 4! coverage cutoff (broken red line). Note how the
difference in N50 between the graph of perfect reads and that of erroneous reads is significantly
reduced by this last cutoff. (Black curves) The results after the basic Breadcrumb algorithm; (red curves)
the results after super-contigging.

Table 3. Comparison of short read assemblers on experimental Streptococcus suis Solexa
reads

Assembler
No. of
contigs N50

Average
error rate Memory Time Seq. Cov.

Velvet 0.3 470 8661 bp 0.02% 2.0G 2 min 57 sec 97%
SSAKE 2.0 265 1727 bp 0.20% 1.7G 1 h 47 min 16%
VCAKE 1.0 7675 1137 bp 0.64% 1.8G 4 h 25 min 134%

Short read de novo assembly using de Bruijn graphs

Genome Research 827
www.genome.org

 Cold Spring Harbor Laboratory Press on March 21, 2009 - Published by genome.cshlp.orgDownloaded from 

Considerably shorter fragments for larger genomes
Considerably longer fragments for reference-guided assemblies

[Zerbino and Birney, 2008]
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Introduction Multi-Genome Visualization

Non-linear Genomes fml
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Introduction Functional Genomics

The Encyclopedia of DNA Elements fml
I How to make sense of the genome?

I Which nucleotides are functional?
I What is their function?

I National Human Genome Research Institute started the Encode
project to annotate human and model organism genomes:

I 2004: Human 1%
I 2007: Human whole-genome
I 2008: Drosophila and C. elegans
I 2010: Mouse
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Introduction Functional Genomics

Sequencing for Functional Genomics fml

[Wold & Myers, Nature Methods, 2007]
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Introduction Functional Genomics

Key Research Questions fml
I Characterize an organism’s full complement of genes

⇒ Find new (possibly noncoding) genes
⇒ Compare genes among organisms

I Characterize transcript isoforms

⇒ Find new alternative splice forms / transcript ends

I Monitor transcriptome changes between tissues
or in response to environmental changes (e.g. stress)

⇒ Identify significant expression changes

I Understand transcriptome regulation

⇒ Knock-out / knock-down analysis of regulators

 Identify regulated targets with significant expression changes

⇒ Identify binding sites used in regulation (e.g. ChIP-seq)
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Introduction Functional Genomics

Learning about the Transcriptome fml

Computational Point of View

I How to learn to predict what these processes accomplish?

I How well can we predict it from the available information?

Biological View

I What can we not predict yet? What is missing?

I Can we derive a deeper understanding of these processes?
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Predictive Sequence Analysis Gene Finding

1st Step: Computational Gene Prediction fml

DNA

pre-mRNA

mRNA

Protein

polyAcap

TSS

Splice
Donor

Splice
Acceptor

Splice
Donor

Splice
Acceptor

TIS Stop

polyA/cleavage
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Predictive Sequence Analysis Gene Finding

What do we need? fml

Predictions:

I Signal site recognition (transcription starts, splice sites, etc.)

I Characterization of sequence regions

I Transcripts/Gene structures

I Models of regulation (transcriptional, splicing etc.)

Tools:

I Sequence classification
I SVMs with appropriate string kernels

I Sequence segmentation
I Discriminative learning to predict structured outputs
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Margin Maximization

Example: Recognition of Splice Sites fml
I Given: Potential acceptor splice sites

intron exon
I Goal: Rule that distinguishes true from false ones

Linear Classifiers
with large margin

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 21 / 101



Margin Maximization Hyperplanes

SVMs: Maximize the margin! Why? fml
I Intuitively, it feels the safest.
I For a small error in the separating hyperplane, we do not suffer

too many mistakes.
I Empirically, it works well.
I Learning theory indicates that it is the right thing to do.
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Margin Maximization Support Vector Machines for Binary Classification

How to Maximize the Margin? I fml

AGAG

AG
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AG AG

AG
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GC content after 'AG'

G
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Minimize

1

2
‖w‖2 + C

n∑
i=1

ξi

Subject to

yi (〈w, xi〉+ b) > 1− ξi

ξi > 0
for all i = 1, . . . , n.

I Examples on the margin are called support vectors [Vapnik, 1995]

I Soft margin SVMs [Cortes and Vapnik, 1995]
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Margin Maximization Support Vector Machines for Binary Classification

An Important Detail fml
minimize

w,b,ξ

1

2
‖w‖2 + C

n∑
i=1

ξi

subject to yi (〈w, xi〉+ b) > 1− ξi for all i = 1, . . . , n.
ξi > 0 for all i = 1, . . . , n

Theorem: The optimal w can be written as a linear combination of
the examples (for appropriate α’s):

w =
n∑

i=1

αi xi ⇒ Plug in!

Now optimize for the variables α, b, and ξ!

Corollary: Hyperplane only depends on the scalar products of the
examples

〈x, x̂〉 =
D∑

d=1

xd x̂d Remember this!
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Kernels & the “Trick” Inflating the Feature Space

Recognition of Splice Sites fml
I Given: Potential acceptor splice sites

intron exon
I Goal: Rule that distinguishes true from false ones

Linear Classifiers
with large margin
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More realistic problem?

I Not linearly separable!

I Need nonlinear separation?

I Need more features?
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Kernels & the “Trick” Inflating the Feature Space

Nonlinear Separations fml
Linear separation might not be sufficient!
⇒ Map into a higher dimensional feature space

Example: all second order monomials

Φ : R2 → R3

(x1, x2) 7→ (z1, z2, z3) := (x2
1 ,
√

2 x1x2, x
2
2 )

m
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Kernels & the “Trick” Kernel “Trick”

Kernel “Trick” fml
Example: x ∈ R2 and Φ(x) := (x2

1 ,
√

2 x1x2, x
2
2 ) [Boser et al., 1992]

〈Φ(x),Φ(x̂)〉 =
〈

(x2
1 ,
√

2 x1x2, x
2
2 ), (x̂2

1 ,
√

2 x̂1x̂2, x̂
2
2 )
〉

= 〈(x1, x2), (x̂1, x̂2)〉2

= 〈x, x̂〉2

: =: k(x, x̂)

I Scalar product in feature space (here R3) can be computed in
input space (here R2)!

I Also works for higher orders and dimensions
⇒ relatively low-dimensional input spaces
⇒ very high-dimensional feature spaces
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Kernels & the “Trick” Kernel “Trick”

Putting Things Together . . . fml
I Use Φ(x) instead of x

I Use linear classifier on the Φ(x)’s

I From theorem: w =
n∑

i=1

αi Φ(xi ).

I Nonlinear separation:

f (x) = 〈w,Φ(x)〉+ b

=
n∑

i=1

αi 〈Φ(xi ),Φ(x)〉︸ ︷︷ ︸
k(xi ,x)

+b

I Trick: k(x, x̂) = 〈Φ(x),Φ(x̂)〉, i.e. do not use Φ, but k!

See e.g. Vapnik [1995], Müller et al. [2001], Schölkopf and Smola [2002]

for details.
c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 28 / 101



Kernels & the “Trick” Kernel “Trick”

Common Kernels fml
See e.g. Vapnik [1995], Müller et al. [2001], Schölkopf and Smola [2002]

Polynomial k(x, x̂) = (〈x, x̂〉+ c)d

Sigmoid k(x, x̂) = tanh(κ〈x, x̂〉) + θ)

RBF k(x, x̂) = exp
(
−‖x− x̂‖2/(2σ2)

)
Convex combinations k(x, x̂) = β1k1(x, x̂) + β2k2(x, x̂)

Normalization k(x, x̂) =
k′(x, x̂)√

k′(x, x)k′(x̂, x̂)

Notes:

I Kernels may be combined in case of heterogeneous data

I These kernels are good for real-valued examples

I Sequences need special care (coming soon!)
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Kernels & the “Trick” Kernel “Trick”

Kernel Summary fml

I Nonlinear separation ⇔ linear separation of nonlinearly mapped
examples

I Mapping Φ defines a kernel by

k(x, x̂) := 〈Φ(x),Φ(x̂)〉

I (Mercer) Kernel defines a mapping Φ (nontrivial)

I Choice of kernel has to match the data at hand

I RBF kernel often works pretty well
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Kernels & the “Trick” Kernel “Trick”

Evaluation Measures for Classification I fml
[left] Receiver Operating Char-
acteristic (ROC) Curve

[right] Precision Recall Curve
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(Obtained by varying bias and recording TPR/FPR or PPV/TPR.)

Use bias-independent scalar evaluation measure

I Area under ROC Curve (auROC)

I Area under Precision Recall Curve (auPRC)
c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 31 / 101



Kernels & the “Trick” Results for Running Example

GC-Content-based Splice Site Recognition fml

Kernel auROC
Linear 88.2%
Polynomial d = 3 91.4%
Polynomial d = 7 90.4%
Gaussian σ = 100 87.9%
Gaussian σ = 1 88.6%
Gaussian σ = 0.01 77.3%

SVM accuracy of acceptor site recognition using polynomial and
Gaussian kernels with different degrees d and widths σ. Accuracy is
measured using the area under the ROC curve (auROC) and is
computed using five-fold cross-validation
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Kernels & the “Trick” Software

Available SVM Packages fml

2-Class Classification (35 hits on http://mloss.org) package
names sorted by popularity

Multi-Class Classification (7 hits on http://mloss.org)

Regression (54 hits on http://mloss.org)

More can be found at http://www.kernel-machines.org.
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Kernels & the “Trick” Software

Easy-to-use Software fml
Easysvm an easy-to-use SVM toolbox based on Python

and the Shogun toolbox, usable from command
line or within Python

PyML an easy-to-use Python-based SVM toolbox,
usable from command line or within Python

Shogun toolbox a powerful toolbox for large-scale data analysis,
including many SVM implementations with
support for Python, R, Matlab, and Octave

LibSVM an SVM library with a graphic interface
SVM-Light an efficient implementation of SVMs in C, usable

from command line
Galaxy Web Service a web service for using SVMs, using predefined

kernels for real-valued data and string
classification (based on Easysvm):
http://galaxy.fml.tuebingen.mpg.de
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String Kernels

The String Kernel Recipe fml
General idea

I Count substrings shared by two strings
I The greater the number of common substrings, the

more two sequences are deemed similar

Variations

I Allow gaps or mismatches
I Include wildcards or physico-chemical properties
I Motif kernels
I Consider position in the sequence
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String Kernels Example Sequence Classification

Recognizing Genomic Signals fml
Discriminate true signal positions from all other positions

I True sites: fixed window around a true site
I Decoy sites: all other consensus sites

Examples: Transcription start site finding, splice site prediction,
alternative splicing prediction, trans-splicing, polyA signal detection,
translation initiation site detection
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String Kernels Example Sequence Classification

Types of Signal Detection Problems fml
Problem categorization

(based on positional variability of motifs)

Position-Independent
→ Motifs may occur anywhere,

for instance, tissue classification using promoter region
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String Kernels Example Sequence Classification

Types of Signal Detection Problems fml
Problem categorization

(based on positional variability of motifs)

Position-Dependent
→ Motifs very stiff, almost always at same position,

for instance, splice site identification
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String Kernels Example Sequence Classification

Types of Signal Detection Problems fml
Problem categorization

(based on positional variability of motifs)

Mixture of Position-Dependent/-Independent
→ variable but still positional information

for instance, promoter identification
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String Kernels Position-Independent Kernels

Spectrum Kernel fml
To make use of position-independent motifs:

I Idea: like the bag-of-words-kernel (cf. text classification) but for
biological sequences (words are now strings of length k, called
k-mers)

I Count k-mers in sequence A and sequence B.
I Spectrum Kernel is sum of product of counts (for same k-mer)

Example k = 3:

3-mer AAA AAC . . . CCA CCC . . . TTT

# in x 2 4 . . . 1 0 . . . 3
# in x′ 3 1 . . . 0 0 . . . 1

k(x, x′) = 2 · 3 + 4 · 1 + . . . 1 · 0 + 0 · 0 . . . 3 · 1
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String Kernels Position-Dependent Kernels

Weighted Degree Kernel
= Spectrum kernels for each position fml
To make use of position-dependent motifs:

k(x, x′) =
d∑

k=1

βk

L−k∑
l=1

I(uk,l (x) = uk,l (x′))

I L := length of the sequence x

I d := maximal “match length” taken into account

I uk,l (x) := subsequence of length k at position l of sequence x

Example degree d = 3 :

k(x, x′) = β1 · 21 + β2 · 8 + β3 · 4
[Rätsch and Sonnenburg, 2004, Sonnenburg et al., 2007a]
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String Kernels Position-Dependent Kernels

Weighted Degree Kernel
= Spectrum kernels for each position fml
To make use of position-dependent motifs:

k(x, x′) =
d∑

k=1

βk

L−k∑
l=1

I(uk,l (x) = uk,l (x′))

I L := length of the sequence x

I d := maximal “match length” taken into account

I uk,l (x) := subsequence of length k at position l of sequence x

Difference to Spectrum kernel:

I Mixture of Spectrum kernels (up to degree d)

I Each position is considered independently

[Rätsch and Sonnenburg, 2004, Sonnenburg et al., 2007a]
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String Kernels Position-Dependent Kernels

Weighted Degree Kernel fml
I As weighting we use βk = 2 d−k+1

d(d+1)
:

I Longer matches are weighted less, but they imply many shorter
matches

I Computational effort is O(L · d)

Speed-up Idea: Reduce effort to O(L) by finding matching
“blocks” (computational effort O(L))

Exercise: Show that WD kernel and its “block” formulation are
equivalent
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String Kernels Position-Dependent Kernels

Sequence-based Splice Site Recognition fml
Kernel auROC
Spectrum ` = 1 94.0%
Spectrum ` = 3 96.4%
Spectrum ` = 5 94.5%
Mixed spectrum ` = 1 94.0%
Mixed spectrum ` = 3 96.9%
Mixed spectrum ` = 5 97.2%
WD ` = 1 98.2%
WD ` = 3 98.7%
WD ` = 5 98.9%

The area under the ROC curve (auROC) of SVMs with the spectrum,
mixed spectrum, and weighted degree kernels for the acceptor splice
site recognition task for different substring lengths `.
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String Kernels Position-Dependent Kernels

Human Splice Sites with WD Kernel
[Sonnenburg et al., 2007b] fml

Performance (=Area under PRC curve) keeps increasing.
⇒ Use all available data!
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String Kernels Position-Dependent Kernels
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String Kernels Semi Position-Dependent Kernels

Weighted Degree Kernel with Shifts fml
To make use of partially position-dependent motifs:

I If sequence is slightly mutated (e.g. indels), WD kernel fails

I Extension: Allow some positional variance (shifts S(l))

k(xi , xj ) =
K∑

k=1

βk

L−k+1∑
l=1

γl

S(l)∑
s=0

s+l≤L

δs µk,l ,s,xi ,xj
,

µk,l,s,xi ,xj=I(uk,l+s(xi )=uk,l (xj ))+I(uk,l (xi )=uk,l+s(xj )),

k(x1,x2) = w6,3                      +                  w6,-3   + w3,4
x1

x2

[Rätsch et al., 2005]

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 43 / 101



String Kernels Semi Position-Dependent Kernels

Regulatory Modules Kernel [Schultheiss et al., 2008] fml

I Search for overrepresented motifs m1, . . . ,mM (colored bars)

I Find best match of motif mi in example xj ; extract windows si ,j at
position pi ,j around matches (boxed)

I Use a string kernel, e.g. kWDS , on all extracted sequence windows, and
define a combined kernel for the sequences:

kseq(xj , xk) =
∑M

i=1 kWDS (si ,j , si ,k)

I Use a second kernel kpos , e.g. based on RBF kernel, on vector of
pairwise distances between the motif matches:

fj = (p1,j − p2,j , p1,j − p3,j , . . . , pM−1,j − pM,j )

I Regulatory Modules kernel: kRM(x, x′) := kseq(x, x′) + kpos(x, x′)
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String Kernels Summary

Summary of String Kernels fml

Kernel lx 6= lx′ Pr(x |θ) Posi-
tional?

Scope Com-
plexity

linear no no yes local O(lx)

polynomial no no yes global O(lx)

locality-improved no no yes local/global O(l · lx)

sub-sequence yes no yes global O(nlxlx′)

n-gram/Spectrum yes no no global O(lx)

WD no no yes local O(lx)

WD with shifts no no yes local/global O(s · lx)

Oligo yes no yes local/global O(lxlx′)

TOP yes/no yes yes/no local/global depends

Fisher yes/no yes yes/no local/global depends
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Transcript Start Site Recognition

Human Transcript Start Site Recognition fml

[Sonnenburg et al., 2006]

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 46 / 101



Transcript Start Site Recognition Prior Knowledge

Detecting Transcription Start Sites fml

I POL II binds to rather unspec. region of ≈ [−20,+20] bp
I Upstream of TSS: promoter containing transcription factor

binding sites
I Downstream of TSS: 5’ UTR, and further downstream coding

regions and introns (different statistics)
I 3D structure of the promoter must allow the transcription

factors to bind
⇒ Promoter prediction is non-trivial
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Transcript Start Site Recognition Prior Knowledge

Features to Describe a TSS fml
I TFBS in promoter region

I condition: DNA should not be too twisted

I CpG islands (often over TSS/first exon; in most, but not all
promoters)

I TSS with TATA box (≈ −30 bp upstream)

I Exon content in UTR 5” region

I Distance to first donor splice site

Idea:
Combine weak features to build strong promoter predictor

k(x, x′)=kTSS (x, x′)+kCpG (x, x′)+kcoding (x, x′)+kenergy (x, x′)+ktwist(x, x′)
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Transcript Start Site Recognition Setting up the SVM

The 5 Sub-kernels fml
1. TSS signal (including parts of core promoter with TATA box)

– use Weighted Degree Shift kernel

2. CpG Islands, distant enhancers and TFBS upstream of TSS

– use Spectrum kernel (large window upstream of TSS)

3. Model coding sequence TFBS downstream of TSS

– use another Spectrum kernel (small window downstream of
TSS)

4. Stacking energy of DNA

– use btwist energy of dinucleotides with Linear kernel

5. Twistedness of DNA

– use btwist angle of dinucleotides with Linear kernel
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Transcript Start Site Recognition Setting up the SVM

State-of-the-art Performance fml
Receiver Operator Characteristic Curve and Precision Recall
Curve

⇒ 35% true positives at a false positive rate of 1/1000
(best other method finds about one half (18%))
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Transcript Start Site Recognition Setting up the SVM

Contributions of the Kernels fml
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⇒ Most important: Weighted Degree Shift kernel modeling the TSS signal
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Transcript Start Site Recognition Setting up the SVM

Hierarchical Transfer Learning fml
Hierarchical structure arises naturally from the Tree of Life

I Taxonomy used to define relationship between tasks

I Closer tasks benefit more from each other
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Transcript Start Site Recognition Setting up the SVM

Formal Problem Definition fml

Multitask Learning

I Consider M tasks Ti , where i ∈ {1, ...,M}
I We are given data Di = {(x1, y1), ..., (xNi

, yNi
)} for each task

I We want to train M predictors f1, ..., fM , each taking into
account all available information

I For that we would like to utilize a given taxonomy T , that
relates the tasks at hand

⇒ We need algorithms to efficiently exploit T for transfer learning
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Transcript Start Site Recognition Setting up the SVM

Two ways of leveraging a given taxonomy T fml
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Transcript Start Site Recognition Setting up the SVM

Domain Adaptation by Regularization fml
Idea: Enforce model similarity via Regularization Term

I Regular SVM

min
w,b

1

2
‖w‖2 + C

∑
(x,y)∈D

` (〈Φ(x),w〉+ b, y)

I DA-SVM

min
w,b

1

2
‖w−wpar‖2 + C

∑
(x,y)∈D

` (〈Φ(x),w〉+ b, y) ,

where ` is the hinge loss, `(z , y) = max{1− yz , 0}.
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Transcript Start Site Recognition Setting up the SVM

Hierarchical Top-Down Approach fml
Idea: Exploit taxonomy G algorithmically

I Initialization: w0 trained on union of task data
I Top-Down for each node t:

I Train on Di =
⋃

j4i Dj

I Regularize wi against parent predictor wpar : ‖wi−wpar‖2

I Use leaf predictors for classification

(a) Top-level training (b) Inner training (c) Taxon training

[Widmer et al., 2010]
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Transcript Start Site Recognition Setting up the SVM

Pairwise Approach fml

min
w1,...,wM

1

2

M∑
t=1

M∑
s=1

γt,s‖wt −ws‖2 +
M∑

t=1

Ct

∑
(x,y)∈Dt

` (〈x,wt〉 , y) .

where ` is the hinge loss, `(z , y) = max{1− yz , 0}.
I Train all classifiers wi at the same time

I Loss is evaluated independently on datasets Di

I Similarity is enforced via pairwise regularization term

I Task closeness controlled by γt,s

⇒ efficient solution possible via decomposition
[Evgeniou et al., 2005]
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Transcript Start Site Recognition Setting up the SVM

Multitask Kernel Approach fml

max
α
−1

2

n∑
i=1

n∑
j=1

αiαjyiyj k̂(xi , xj ) +
n∑

i=1

αi

s.t. 0 ≤ αi ≤ C ∀i ∈ [1, n]

αT y = 0,

where
k̂((xi , s), (xj , t)) = ktask(s, t)︸ ︷︷ ︸

γt,s

·k(xi , xj )

I Easily implemented by altering existing kernel functions (WDK)
I Reuse existing kernel algorithms (SVM)

[Daumé, 2007, Jacob and Vert, 2008, Widmer et al., 2010]
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Transcript Start Site Recognition Setting up the SVM

Method Summary fml
I Multitask Learning Methods

I Top-Down
I Pairwise Regularization
I Multitask Kernel

I Additional Baselines

Plain Union
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Transcript Start Site Recognition Setting up the SVM

Application to splice-site recognition fml
I Formulate as binary classification problem

I Utilize 15 organisms related by taxonomy
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Transcript Start Site Recognition Setting up the SVM

Results Splicing Data fml

I MTL methods outperform baselines
I Best performer is Top-Down
I Potential increase depends on the particular organism
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Introduction

Generalizing Kernels fml

I Finding the optimal combination of kernels
I Learning structured output spaces
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Introduction

Structured Output Spaces
Learning task

For a set of labeled data, we predict the label
Difference from multiclass

The set of possible labels Y may be very large or
hierarchical

Joint kernel on X and Y
We define a joint feature map on X × Y , denoted by
Φ(x, y). Then the corresponding kernel function is

k((x, y), (x′, y ′)) := 〈Φ(x, y),Φ(x′, y ′)〉
For multiclass

For normal multiclass classification, the joint feature
map decomposes and the kernels on Y are the identity,
that is,

k((x, y), (x′, y ′)) := [[y = y ′]]k(x, x′)
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Introduction

Label Sequence Learning fml
I Given: observation sequence

I Problem: predict corresponding state sequence

I Often: several subsequent positions have the same state
⇒ state sequence defines a “segmentation”
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Introduction

Label Sequence Learning fml
I Given: observation sequence
I Problem: predict corresponding state sequence
I Often: several subsequent positions have the same state
⇒ state sequence defines a “segmentation”

I Example 1: Secondary Structure Prediction of Proteins
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Introduction

Label Sequence Learning fml
I Given: observation sequence
I Problem: predict corresponding state sequence
I Often: several subsequent positions have the same state
⇒ state sequence defines a “segmentation”

I Example 2: Gene Finding

DNA

pre - mRNA

major RNA

protein

5' UTR 

Exon

Intergenic

3' UTR

Intron

genic

Exon ExonIntron
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Generative Models Hidden Markov Models

Generative Models

I Hidden Markov Models (Rabiner, 1989)
I State sequence treated as Markov chain
I No direct dependencies between observations
I Example: First-order HMM (simplified)

p(x, y) =
∏

i

p(xi |yi )p(yi |yi−1)

Y1 Y2
. . . Yn

XnX2X1
. . .

I Efficient dynamic programming (DP) algorithms
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Generative Models Dynamic Programming

Dynamic Programming
I Number of possible paths of length T for a (fully connected)

model with n states is nT

I Infeasible even for small T

Solution: Use dynamic programming (Viterbi decoding)

I Runtime complexity before: O(nT ) ⇒ now: O(n2 · T )
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Discriminative Methods Conditional Random Fields

Discriminative Models fml
I Conditional Random Fields [Lafferty et al., 2001]

I Conditional probability p(y |x) instead of joint probability p(x , y)

pw(y |x) =
1

Z (x ,w)
exp(fw(y |x))

Y1 Y2
. . . Yn

X = X1, X2, . . . , Xn

I Can handle non-independent input features
I Parameter estimation: maxw

∑N
n=1 log pw(yn|xn)

I Decoding: Viterbi or Maximum Expected Accuracy algorithms
(cf. [Gross et al., 2007])
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Discriminative Methods Hidden Markov SVMs

Max-Margin Structured Output Learning fml
I Learn function f (y|x) scoring segmentations y for x
I Maximize f (y|x) w.r.t. y for prediction:

argmax
y∈Y∗

f (y|x)

I Idea: f (y|x)� f (ŷ|x) for wrong labels ŷ 6= y
I Approach:

I Given: N sequence pairs (x1, y1), . . . , (xN , yN) for training
I Solve:

min
f

C
N∑

n=1

ξn + P[f ]

w.r.t. f (yn|xn)− f (y|xn) ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

I Exponentially many constraints!
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Discriminative Methods Structure Learning with Kernels

Structured Output Learning with Kernels

I Assume f (y|x) = 〈w,Φ(x, y)〉, where w,Φ(x, y) ∈ F
I Use `2 regularizer: P[f ] = ‖w‖2

min
w∈F ,ξ∈RN

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

I Linear classifier that separates true from false labeling
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Discriminative Methods Algorithm

Optimization
I Optimization problem too big (dual as well)

min
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

I One constraint per example and wrong labeling
I Iterative solution

I Begin with small set of wrong labelings
I Solve reduced optimization problem
I Find labelings that violate constraints
I Add constraints, resolve

I Guaranteed Convergence
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Discriminative Methods Algorithm

How to Find Violated Constraints?

I Constraint
〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

I Find labeling y that maximizes

〈w,Φ(x, y)〉

I Use dynamic programming decoding

y = argmax
y∈Y∗

〈w,Φ(x, y)〉

(DP only works if Φ has a certain decomposition structure)

I If y = yn, then compute second best labeling as well

I If constraint is violated, then add to optimization problem
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Discriminative Methods Algorithm

A Structured Output Algorithm
1. Y1

n = ∅, for n = 1, . . . ,N

2. Solve

(wt , ξt) = argmin
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(x, yn)− Φ(x, y)〉 ≥ 1− ξn

for all yn 6= y ∈ Y t
n, n = 1, . . . ,N

3. Find violated constraints (n = 1, . . . ,N)

yt
n = argmax

yn 6=y∈Y∗
〈wt ,Φ(x, y)〉

If 〈wt ,Φ(x, yn)− Φ(x, yt
n)〉 < 1− ξt

n, set Y t+1
n = Y t

n ∪ {yt
n}

4. If violated constraint exists then go to 2

5. Otherwise terminate ⇒ optimal solution
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Discriminative Methods Using Loss Function for Segmentations

Loss Functions
I So far, 0/1-loss with slacks: If y 6= y, then prediction is wrong,

but it does not matter how wrong
I Introduce loss function on labelings `(y, y′), e.g.

I How many segments are wrong or missing
I How different are the segments, etc.

I Extend optimization problem (Margin rescaling):

min
w∈F ,ξ

C
N∑

n=1

ξn + ‖w‖2

w.r.t. 〈w,Φ(xn, yn)− Φ(xn, y)〉 ≥ `(yn, y)− ξn

for all yn 6= y ∈ Y∗, n = 1, . . . ,N

I Find violated constraints (n = 1, . . . ,N)

yt
n = argmax

yn 6=y∈Y∗
(〈wt ,Φ(xn, y)〉+ `(y, yn))
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Discriminative Methods Using Loss Function for Segmentations

Problems

I Like the kernel, the loss-function is problem specific (& crucial)

I Optimization may require many iterations

I Number of variables increases linearly

I When using kernels, solving optimization problems can become
infeasible

I Evaluation of 〈w,Φ(x, y)〉 in dynamic programming can be very
expensive

I Optimization and decoding become too expensive

I Approximation algorithms useful

I Decompose problem
I First part uses kernels, can be pre-computed
I Second part without kernels and only combines ingredients
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Discriminative Methods Gene Finding

Back to Gene Finding fml

DNA

pre-mRNA

mRNA

Protein

polyAcap

TSS

Splice
Donor

Splice
Acceptor

Splice
Donor

Splice
Acceptor

TIS Stop

polyA/cleavage
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Discriminative Methods Gene Finding

Back to Gene Finding fml

DNA

pre-mRNA

mRNA

Protein

polyAcap

TSS Donor Acceptor Donor Acceptor

TIS Stop

polyA/cleavage

TSS TIS cleaveStop

Don Acc
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Discriminative Methods Gene Finding

mGene-based Transcript Prediction I fml
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c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 76 / 101



Discriminative Methods Gene Finding

mGene-based Transcript Prediction I fml

acc

don

tss

tis

stop

position 

True gene model 2 3 4 5

Wrong gene model

large margin

score

transform SVM outputs with PLiF

STEP 1: SVM Signal Predictions

STEP 2: Integration

Expression Evidence
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Discriminative Methods Gene Finding

Results using mGene
fml

I Most accurate ab initio method in the nGASP genome
annotation challenge for C. elegans [Coghlan et al., 2008]

I Validation of gene predictions for C. elegans: [Schweikert et al., 2009b]

No. of genes No. of genes Frac. of genes
analyzed w/ expression

New genes 2,197 57 ≈ 42%
Missing unconf. genes 205 24 ≈ 8%

I Annotation of other nematode genomes: [Schweikert et al., 2009b]

Genome Genome No. of No. exons/gene mGene best other
size [Mbp] genes (mean) accuracy accuracy

C. remanei 235.94 31503 5.7 96.6% 93.8%
C. japonica 266.90 20121 5.3 93.3% 88.7%
C. brenneri 453.09 41129 5.4 93.1% 87.8%
C. briggsae 108.48 22542 6.0 87.0% 82.0%

I Web service for ab initio gene predictions [Schweikert et al., 2009a]
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Discriminative Methods Gene Finding

Limitations/Extensions
fml

I Gene finding (by far) still not perfect
I New ab initio techniques more accurate
I Many genes mis-predicted (C. elegans: ≈ 50%; human: ≈ 80%)
I What is missing?

I Not enough examples for training?
I Model complexity?
I Other information?

I Transcriptome is the result of many complex processes

I Current methods also ignore other important information:
I Chromatin structure and methylation patterns
I RNA structure and processing regulation . . .

I Ab initio methods cannot predict alternative transcripts
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Discriminative Methods Gene Finding

Gene Finding + Auxiliary Measurements
[Behr et al., 2009, in prep.] fml
Is there other information that may be used by cellular processes that
can improve prediction results?

Preliminary study: (A. thaliana) transcript level (SN + SP)/2

1. mGene (ab initio) . . . 73.3%

2. . . . with DNA methylation (1 tissue) 76.1%

3. . . . with Nucleosome position predictions 78.0%

4. . . . with RNA secondary structure predictions 76.7%

In progress:

I Study effect of other information sources for human gene
prediction

I Ideally, consider measurements from the same sample
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Discriminative Methods Alternative Transcripts

Alternative Transcripts: First Steps
fml

Predictions of alternative splicing

I Predict novel alternative splicing as independent events

I Only use sequence information [Rätsch et al., 2005]

I Requires known gene structures: Use ab initio predictions
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Discriminative Methods Alternative Transcripts

Alternative Transcripts: More Steps
fml

I Combine gene finding with prediction of alternative splicing
I Machine learning challenge:

Input: DNA sequence
Output: Splicing graph

I mGene approach can be extended to
I Predict “simple splicing graphs”

I But, without clean data we cannot train the model . . .
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Discriminative Methods Alternative Transcripts

Studying Transcriptome Plasticity with Tiling Arrays fml
I Identify the full

complement of genes in
the model plant
Arabidopsis thaliana

I Profile transcriptome
changes during
development and under
stress

I Characterize global
effects of sRNA
processing factors on the
transcriptome
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Discriminative Methods Alternative Transcripts

Tiling Arrays for Transcriptome Studies fml

Whole-genome DNA microarray

25 nt

~35 nt

I Whole-genome, unbiased, quantitative expression measurements

I Cost-effective → transcriptome profiling under various conditions

I Noisy measurements → challenging data analysis
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Tiling Arrays for Transcriptome Studies fml
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Discriminative Methods Alternative Transcripts

Normalization Pipeline fml
I Background normalization

I Quantile normalization → comparisons between arrays

I Transcript normalization → probe sequence bias reduced

Key idea: Learn deviation between observed signal intensities and
ideal, constant transcript intensity from tiling probe sequences
using an array of linear regression models

G. Zeller et al., Pac. Symp. Biocomp. (2008)
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Discriminative Methods Alternative Transcripts

Transcript Normalization Results fml

0 20 40 60 80 100
0

20

40

60

80

100

Recall [%]

Pr
ec

is
io

n 
[%

]

Raw intensities:

Transcript normalization:

AUC = 0.704

area under the curve (AUC) = 0.762 [Zeller et al., PSB 2008]

Transcript normalization (TN) results in better separation between
background and exon signals → improves transcript identification

www.fml.mpg.de/raetsch/research/tiling/
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Discriminative Methods Alternative Transcripts

Tiling Array Segmentation fml

Hybridization intensity

Hybridizing mRNA transcript

Desired segmentation

Goal: Characterize tiling probes either as intergenic, exonic or intronic

margin-based segmentation of tiling array data (mSTAD)

www.fml.mpg.de/raetsch/research/tiling/

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 86 / 101

www.fml.mpg.de/raetsch/research/tiling/


Discriminative Methods Alternative Transcripts

Tiling Array Segmentation fml

Hybridization intensity

Hybridizing mRNA transcript

Desired segmentation

Goal: Characterize tiling probes either as intergenic, exonic or intronic

margin-based segmentation of tiling array data (mSTAD)

www.fml.mpg.de/raetsch/research/tiling/
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Discriminative Methods Alternative Transcripts

The mSTAD Approach fml

intergenic exonic intronic

E IS

I Learn to associate a state with each probe given its hybridization
signal and local context

I HM-SVM training: Optimize transformations: signal → score

G. Zeller et al., Pac. Symp. Biocomp. (2008)
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Discriminative Methods Alternative Transcripts
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Discriminative Methods Alternative Transcripts

Method Comparison fml
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Substantially improved exon probe recognition
over the most widely used “transfrag” method

www.fml.mpg.de/raetsch/research/tiling/
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Discriminative Methods Alternative Transcripts

Transcriptionally Active Regions (TARs) fml

new TAR, not previously apparent from ESTs or cDNAs

www.weigelworld.org/resources/microarray/at-tax/

S. Laubinger et al., Genome Biol. (2008)
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Discriminative Methods Alternative Transcripts

New TARs fml
Predicted
intronic /
intergenic
64.9%

Predicted exonic
(TARs)
35.1%

I Between 1,107 and 1,947 newly predicted high-confidence TARs
per tissue / developmental stage (total length 242 to 406 kb) are
absent from the annotation and not covered by ESTs/cDNAs

I 37 of 47 (>75%) RT-PCR validations successful

S. Laubinger et al., Genome Biol. (2008)
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Analysis of the dcl1 Transcriptome fml

I The DCL1 protein participates in processing miRNA precursor
genes into functional miRNAs.

I miRNAs in turn negatively regulate many other genes and are
crucial for development and stress response.

I In dcl1 knock-out mutants, substrate transcripts of DCL1
accumulate and can be detected with tiling arrays.

[Laubinger et al., 2010]
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c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 93 / 101



Discriminative Methods Alternative Transcripts

Analysis of the dcl1 Transcriptome fml

I The DCL1 protein participates in processing miRNA precursor
genes into functional miRNAs.

I miRNAs in turn negatively regulate many other genes and are
crucial for development and stress response.

I In dcl1 knock-out mutants, substrate transcripts of DCL1
accumulate and can be detected with tiling arrays.

[Laubinger et al., 2010]
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Summary fml

I Normalization improves accuracy of downstream analyses.

I Segmentation of tiling array data with mSTAD...
I accurately delineates known genes but
I nevertheless reveals thousands of new transcripts.

I New TARs...
I include hundreds of stress-specific transcripts
I detected in mutants of sRNA processing factors include long

miRNA precursor genes and transposon transcripts

I Current and future projects include:
I comparing hybridization-based and sequence-based gene

predictions,
I analyzing C. elegans tiling array data (modENCODE project).
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c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 94 / 101



Discriminative Methods Alternative Transcripts

Summary fml

I Normalization improves accuracy of downstream analyses.

I Segmentation of tiling array data with mSTAD...
I accurately delineates known genes but
I nevertheless reveals thousands of new transcripts.

I New TARs...
I include hundreds of stress-specific transcripts
I detected in mutants of sRNA processing factors include long

miRNA precursor genes and transposon transcripts

I Current and future projects include:
I comparing hybridization-based and sequence-based gene

predictions,
I analyzing C. elegans tiling array data (modENCODE project).

c© Gunnar Rätsch et al. Introduction to Genomics Erice Course, September 13, 2010 94 / 101



Acknowledgements

Acknowledgments fml
We gratefully acknowledge help with the material:

I Ali Mortazavi, Caltech

I Jonas Behr, Friedrich Miescher Laboratory

I Gabriele Schweikert, Friedrich Miescher Laboratory

I Sebastian Schultheiss, Friedrich Miescher Laboratory

I Christian Widmer, Friedrich Miescher Laboratory
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Sören Sonnenburg, and Gunnar Rätsch. mgene: Accurate svm-based gene finding with an
application to nematode genomes. Genome Research, 2009b. URL
http://genome.cshlp.org/content/early/2009/06/29/gr.090597.108.full.pdf+html.
Advance access June 29, 2009.
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